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Spring Semester 1998
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Due: 23 April 1998

Your answer to each problem should follow the page describing that problem and 

be stapled to the problem page.  The entire problem set should be clipped 

together in the proper order for submission.  Please submit your answers in typed form

with writing on one side of the page only.

  (10) 1.
Explain what is meant by the term idempotent operations when applied to requests sent by a client in a system using distributed file locations.  How is the term used when applied to matrix operations in linear algebra? 

The term “idempotent” applied to operations on requests sent by a client means that the outcome of the operations remain identical whether the operations are performed once or several times (see Singhal and Shivaratro. Advanced Conepts in Operating Systems, p. 213.  Such a property is important when the nature of a request makes it prone to multiple generations and the status of a request cannot be easily or inexpensively assessed.  

The term is applied in linear algebra to a matrix A such that An = A n = 1, 2, ... .  (The powers of a matrix are identical to the original matrix.)
(10) 2.
Explain what is meant by the LRU policy with classes in page replacement (see the reference to this problem from the text on page 248).

In shared virtual memory pages can be classified according to how they are used.  The IVY VM has five classes: nil page(a page frame with no valid page assignment), unused, read-only, writable, and read-owned.  The nil and unused classes have the highest replacement priority.  Read-only pages are next highest since a read-only page is backed up by its owner, such a page can be discarded.  Read-woned and writable pages must be stored on secondary memory (backing store).  Note that a nil page could have been referenced recently; thus the need for applying LRU within classes by adding the timestamp to pages within each class.  (This answer relies on material from pp. 49-50 of Tam, Smith and Farber, “A Taxonomy-Based Comparison of Several Distributed Shared Memory Systems,” 
Operating Systems 
Review, v. 24, n. 3, July 1990, pp. 40-67.)

(10) 3.
What purposes do the M/M/1 and the M/M/k algorithms serve



in comparing the approach toward instability in graphs such as that



given as Figure 11.5 on page 276?

Both the M/M/1 and M/M/k algorithms provide benchmarks or baselines.  The M/M/1 shows the increase in mean response time as a function of offered system load when no load distributing is done.  The M/M/k algorithm shows the ideal case when load distribution can be accomplished without cost (no overhead).

(20) 4.
Other than the improvement of performance, what other characteristics should be demonstrated by a load distributing policy or algorithm?  Identify three and explain which you believe to be the most important and why.

Coming from the text, p. 280: other important requirements that should be satisfied include

Scalability: should not deteriorate drastically with heavy load (impose small increases in overhead as the number of sites increases.

Location transparency: Where the task is executed should be of no concern to the user, and no special provisions should be required if the task is executed remotely.

Determinism: Remotely executed tasks should produce results identical to locally executed tasks.

Preemption: No residual effect on performance should be ex-perienced as the result of prior execution of remote tasks.

Heterogeneity: Execution should be materially unaffected by differences in hardware, software, architectures, etc. within the distributed system.

(10) 5. What is the situation described in the text as “livelock”?  How does 
“livelock” relate to “deadlock”?

A livelock is a condition where a single failure of a processor (site) could cause an infinite number of rollbacks to occur seeking a consistent checkpoint.  Note that a communications channel could cause the same condition to occur.  While in deadlock, processes are unable to take any actions, in livelock, the processes are executing but without making any porogress.

(20) 6.
What is the message complexity of the rollback recovery algorithm 
described on pages 315-319?  (Problem12.4 from the text.)

The asynchronous checkpointing algorithm requires that a site send a rollback message to each of its neighbors in each iteration.  If T = the total number of links in the system, then

2 * T messages are sent in each iteration.  The total number of messages required by the
algorithm (and total complexity) = O(S * T), 

where S = the total number of sites(processors).

(20) 7. Give an example in which the rollback recovery algorithm in (6) above will require |N| iterations to terminate where N is the number of processors in the system.  (Problem 12.5 from the text.)
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X                    [



Y                                                             [                                                     Failure



Z                     [

Interation 1:
Process Y fails and restarts from cp y1.  Assuming event ey2 is the latest kogged event in the cp, Y will restart from the state corresponding to ey2.  At ey2, Y has sent 2 messages to Z, however Z has received 3 messages from Y so far, according to cp ez3.  Thus process Z will rollback to the state corresponding to ez2 in the first iteration.

Iteration 2:
At cp ez2, process Z has sent 0 messages to processor X.  Thus X will rollback to the state corresponding to ex2.

Iteration 3:
At cp ex2, processor X has sent 1 message to processor W.  Thus W will rollback to the state corresponding to ew1.

Iteration 4:
Processors W, X, Y, and Z are at states ew1, ex2, ey2, and ez2 respectively.  The state corresponding to these cps show that no processor has received more messages than are sent.  The recovery algorithm has determined a consistent global state and terminates.
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