Homework 1 Partial Key           

CS 5204: Operating Systems

Homework 1

Spring Semester 1998

 (12) 1.In the execution of a program in a multiprogamming environ-


ment, one could have three versions of the computational 


process, each represented by a level in the memory hierarchy. 


Ms is that version represented by the contents of


secondary memory, Mp is that represented by primary 


memory, and Mr  is that represented by the process register


contents. Use these notations in your explanation of the 
following terms.



a. temporal granularity (which is the finest grain and which


   is the coarsest should be included in your explanation)

Temporal granularity refers to the size of the window in time that a process behavior can be observed.  If we are operating at the register level, then each individual instruction from the instruction set of the machine is observable.  With the higher-level programming language, a slightly grosser view is given.  At the process and job levels, progressively grosser views are taken since the window is larger.

The contents of the registers change most rapidly so that Mr  is the finest grain view of the process. Ms is the coarsest view since changes to the secondary memory are make only when process updating is done during execution.  Thus the primary memory contents Mp  lie somewhere between the other two.


b. memory inconsistency

Memory inconsistency occurs because during process execution the values shown at each level of the hierarchy are not always the same; i.e. Mr  ≠ Mp  ≠ Ms .  This happens because the update to register contents happens duging the expression evaluation, while the update to primary memory occurs after the expression evaluation (at the statement level).  Secondary memory may or may not be written with the contents of primary memory, but this operation will take place on a much grosser time division.


c. context switching

The saving of register contents, instruction counter, and memory are operations that

are part of context switching, which is necessary when the CPU is deallocated from one process (Mr’  -> Mp’  ) and allocated to another(Mp -> Mr).  Thus, the context switch resolves the memory inconsistency as the state of the switched “out” process is recorded as Mp  and perhaps asMs .
(8) 2.
Apply each of the algorithms described in the book: Belady’s Opti-


mal (OPT), FIFO, LRU, and LFU to the page reference string shown


below, first assuming only three page frames and then using four 


page frames. Ref String: 0 1 2 3 0 1 4 0 1 2 3 4


a. Clearly identify page fault occurrences and compute the page


    fault rate for each case.
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For LFU you should have noted what you did in the case of a tie.

LFU (3):
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b.
Explain the inclusion property and stack algorithms .

The inclusion property: given the set of pages included in primary memory with an allocation of m page frames, that set will always be a subset of the pages in primary memory with m+1page frames.  Stack algorithms demonstrate the inclusion property.


c.
Which of the algorithms qualifies as a stack algorithm?

OPT, LRU, and LFU

(10) 3. 
The Tri-Star III configuration has eight CD-ROM drives, six tape drives, sixty megabytes of internal (main) storage, which can be allocated in one megabyte units, and eight disk drives.  A  single processor allows for a multiprogramming level of six; i.e. the six initators, one for each competing process, are running concurrently with allocation of the resource units shown.  Note that minimal main store assignment of 60 Kb is shown as zero for those processes currently requiring only that allocation.  Considering only the demands for permanent (serially reusable) resources, either 

(a)
indicate the sequence and amount of resource units in each class that can be allocated without encountering a deadlock state, or

(b)
indicate the sequence and amount of resource units that can be allocated before encountering a deadlock state and the process(es) deadlocked for specific resource(s).

Initiator
Main Storage

Tape Drives
Disk Drive
    CD-ROMs

/Process  
ALLOC  REQ

ALLOC  REQ     ALLOC  REQ     ALLOC  REQ

      1             
0
30
2
1
2
1
2 
2   

      2            
10      
10              
0        
2            
0       
1      
0
6

      3             
0       
10              
0        
3            
2       
0            
1       
1

      4            
30      
10              
2        
0            
1       
4            
0       
1

      5           
10  
0              
1        
1            
1        
0           
2       
2

      6             
0        
10             
0        
1            
2        
0           
2       
0

Order
Process #
Main Storage
Tape Drives
Disk Drives
CD ROMs



60|10|20
6|1|2
8|0|2|3
8|1|3|5

4
1
0/30
2/1
2/1
2/2

3
2
10/10
0/2
0/1
0/6

5
3
0/10
0/3
2/0
1/1

6
4
30/10
2/0
1/4
0/1

1
5
10/0
1/1
1/0
2/2

2
6
0/10
0/1
2/0
2/0

Process 6 allocated 10 MB storage, 1 tape drive and completes.

Process 5 allocated 1 tape drive, 2 CD ROMs and completes.

No other requests can be successfully completed.

Deadlocked.

( ( ( (deadlock
(15) 4.
In a batch processing environment (no multiprogramming), assume no I/O or memory constraints.  Jobs are scheduled without preemption according to which job has the highest (greatest) priority value, dynamically determined as



 priority := (time waiting + run time)  / run time

with run time  a value from the “Run Time” column in the table below.  The value of time waiting for a job is how long
the job has been in the system.

Complete the following table, where Tj  and Wj are the turnaround time and wait time respectively for each job as defined in class (and in the text).


Job
Arrives
Run Time
Finish
Tj
 Wj    

  1            
 0.0

20.0

20
  20.0
0.0

  2

17.0

10.0

31
  14.0
4.0


  3

19.0

  1.0

21
  2.0

1.0

  4

20.5

10.0

41
  20.5
10.5


Also determine the average (mean) turnaround time  14.125

and the average (mean) wait time _3.875

Time
Event
Headway
Residual RT
Explanation (if necessary)
 0.0
1 A,S
   -

1 - 20.0

17.0
2 A

1 - 17.0
1 -  3.0




2 - 0

2 - 10.0

19.0
3 A

1 - 2.0
1 -  1.0




2 - 0

2 - 10.0




3 - 0

3 -  1.0

20.0
1 F

1 - 1.0
2 - 10.0






3 -  1.0


3 S





Job 3 scheduled rather than 2 since








tome waiting := 20.0 - 17.0 := 3.0








priority:= (3.0 + 10.0)/10.0 := 1.3








for Job 2 and 2.0 for Job 3

20.5
4 A

2 - 0

2 - 10.0




3 - 0.5
3 -  0.5




4 - 0

4 - 10.0

21.0
3 F

3 - 0.5
2 - 10.0






4 - 10.0


2S                          

Job 2 scheduled over Job4 because it 






has prioroity of 1.4 to 1.05 for Job 4. 

31.0
2F

2 - 10.0
4 - 10.0


4S

41.0
4F

4 - 10.0


Schedule completed.

(10) 5.
The following mathematical computation is to be executed so as to 
maximize concurrency.  The usual precedence ordering is to be observed: division and multiplication take precedence over addition and subtraction.  Parentheses are included only to clarify the mathematical intent: they do not indicate the order of operations.


A := G + B * (C - D) / ((E + F) * (H - K))

Use the following conventions in assigning names to intermediate variables and in constructing the precedence graph:
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A := (W + X) * Z 
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a. Draw the precedence graph for the computation.
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b. Using the concurrent language constructs cobegin and coend


with the sequential constructs begin and end, develop the


 
control structure (program) that maximizes concurrency.

begin


cobegin


begin




A11 :=  C  -  D;




A21 :=  A11  * B;



end



begin



cobegin





A12 :=  E  + F;





A13 :=  H - K;




coend



A22  :=  A12  * A13;



end


coend

A31 :=  A21  / A22;


A :=  A31  + G;

end

(16) 6.
Match the explanatory description or example with each term:


2
a.  process
1.
“lightweight” processes


16
b.  non-reusable resource
2.
a state space (S) with an action


11
c.  privileged mode

function defined on S


18
d.  “dirty” bit
3.
file access utility


7
e.  binding time
4.
a process reentering the running 


10
f.  overlay

state


3
g.  reusable resource
5.
use by Process 1 prohibits 


5
h.  mutual exclusion

simultaneous use by Process 2


13
I.  reentrant routine
6.
a collection of procedures and


6
j.  monitor

data structures serving a


17
k.  dynamic storage allocation

particular purpose


8
l.  disjoint processes
7.
the time at which a physical 


14
m. computational integrity

allocation is required


1
n.  threads
8.
Process 1 has no variables in


12
o.  context switch

common with Process 2

9___p.  process preemption
9.
deallocation of the CPU from a process with lower priority so that it can be assigned to one with higher priority

10.
a segment of a computer program not permanently maintained in main storage

11.
operations or access restricted to operating system processes

12.
occurs whenever a process gives up the CPU to another process

13.
can be entered repeatedly

14.
requires that a process address space not be violated (entered by another process without control of the operating system)

15.
time slice for which a process can be allocated by the CPU

16.
message from Process 1 to Process 2

17.
storage assignment is determined by criteria applied at the time when storage is required

18.
needed to avoid an unnecessary copying operation

(14) 7. The following is the global environment for the execution of four interacting processes.  Answer each of the questions below with respect to the implementation shown.  Note that the symbol “<---” 
indicates the initial value assigned.

Global
K :


semaphore   <---   0;




F, G, H, J :

semaphore   <---   1;




L :


semaphore   <---   3;




E :


semaphore   <---   5;




count :

Integer          <---   0;

Local (Process Definitions)

Process A
Process B
Process C
Process D

P(G)




count := count + 1



P(K)
if count = 1 then


V(J)

P(H)
P(F)
P(L)

P(E)
V(G)

P(E)
P(J)

<CS>
<CS>
<CS>
<CS>

V(E)
V(K)
V(E)
V(F)


P(G)

V(L)


count := count - 1


if count = 0 then


V(H)


V(G)

Using the above set of code segments and assuming that the number of processes are w for A, x  for B,  y for C   and  z for D (where each of w, x, y and z are all greater than 10),  answer the following:

(a)
Does mutual exclusion exist between A and C? (yes or no)
No__________

(b)
Must at least one C process execute its <CS> before any D


process can execute its <CS>?
(yes or no)  
No (L and S > 0)
(c)
How many B's can execute their respective <CS>

concurrently?



x___________

(d)
What is the maximum number of A's that can execute 


their respective <CS> concurrently?  


5 (initial value)
(e)
Must at least one B execute its <CS> before an A can


execute its <CS>?

(yes or no)
Yes (note:k=0)
(f)
Does mutual exclusion exist between B and A? 
(yes or no)
No__________

(g)
How many D's can execute their respective <CS>

concurrently?



3___________

(15) 8.
An operating system using virtual memory with static paging has a 
multiprogramming level of five (5).  A minimum of four page


frames per process is required.  A total of 30 page frames are

 
available.  The matrix below shows the expected page fault rate

 
based on the number of page frames assigned to each process.






Number of Page Frames Assigned




4

5

6
7
8





1
0.185

0.125

0.100

0.085

0.075




2
0.165

0.145

0.120

0.100

0.080




3
0.140

0.120

0.030

0.020

0.015




4
0.100

0.090

0.050

0.045

0.040




5
0.200

0.150

0.110

0.095

0.085



a.
What is the objective that is sought here? 

The objective is to assign that number of page frames to each process which minimizes the total expected page fault rate.


b.
Develop a statement of the model to be used to meet the correct objective for this problem.


Let xi 
be the number of page frames assigned to process i, i = 1, 2,..., n


    d 
be the minimum number of page frames required by any active process



  F 
be the total number of page frames that can be assigned



  ri(x) be the expected page fault rate for process i with x page frames assigned


Then



minimize Z =  i = 1, 2, ..., n ri(x)



subject to




xi > d for all i = 1, 2, ..., n




 i = 1, 2, ..., n xi  < F




{d, F, xi } are positive integers

c. Solve the problem giving the number of page frames assigned to

 

each process to meet the correct objective.

The most direct approach is to recognize that accommodating the minimum page frame requirement takes 20 pages.  Assuming that no change in the level of multiprogramming is permitted, then the task is to assign F’ = F - n *d pages above the process minimum (F’ = 10).  We then develop a corresponding matrix showing the reduction in expected page fault rate when we asisgn 1 more page to it.  The algorithm is simply to select values from that matrix, taking the largest ones first, summing the page frames assigned without exceeding the total of 10.

Number of Additional Page Frames Assigned




1

2

3
4







1
0.060
0.025
0.015
0.010






2
0.020
0.025
0.020
0.020






3
0.020
0.090
0.010
0.005






4
0.010
0.040
0.005
0.005






5
0.050
0.040
0.015
0.010



Selected in order: (3,2),(1,1),(5,1),(4,2),(5,1),(1,2),(2,2)


Page frames assigned: p1 = 6, p2 = 6, p3 = 6, p4 = 6, p5 = 6, with Z = 0.410

Grading: Four (4) points for each part.








Grading: Three (3) points for part a, the precedence graph and seven (7) points for part b, the control structure.





Note: In general, an error in the interpretation of the correct execution of the precedence graph that makes the control structure easier is penalized.  However, an error on the precedence graph followed by a correct control structure does receive some credit.
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