
The Myoglobin Project.

1 Motivation

Proteins are cellular workhorses – they perform most of biological functions. Often, protein function includes
uptake and release of other small molecules such as oxygen. These enter into the protein via ”channels” or ”path-
ways” – connected voids in the tightly packed protein structure. Examples of such proteins include hemoglobin
that carries oxygen around our bodies, or myoglobin that stores oxygen in muscle cells (it is oxygen-rich myoglobin
that makes fresh meet look red). Being able to determine voids and pathways inside proteins is important from
both pragmatic (medical) and fundamental (how things work?) reasons. In this project, you will explore pathways
in myoglobin.

2 The stages

There are two obvious stages to the project. Stage 1: design and implement an algorithm that will look for
voids/cavities in a protein the size of myoglobin. If no clear pathway from the Fe atom to the outside is found,
then Stage 2: use molecular simulation to generate snapshots of the protein and apply the algorithm to them.
Perhaps a pathway will emerge dynamically.

3 Definitions

3.1 Protein

A protein can be uniquely specified by (X,Y,Z) coordinates of its every atom i, see any file from the Protein Data
Bank (PDB). Each atom is assumed to be a solid sphere of radius ρ(xi, yi, zi). Typically, 1 ≤ ρ ≤ 2 (in atomic
length units called ”Angstroms”). Proteins are tightly packed globs of atomic spheres, Fig. 1. Neighboring atom
spheres can touch and even overlap. In fact, it is this intuitive and physically sound representation – CPK – that
is utilized by most freely available visualization codes (e.g. textttrasmol ) used to visualize protein structures. For
example, carbon atoms are often displayed as a grey spheres, nitrogen are shown as smaller blue spheres. An atom
whose name begins with an ”M” would be displayed as a purple or magenta sphere. A typical protein contains
between 500 to 3000 atoms.

3.2 Voids and Cavities

Figure 1: Myoglobin
in the so-called ”CPK”
or ”space-fill” represen-
tation. Each atom is
shown as a sphere of ap-
propriate radius.

A point in space is said to belong to void space if a probe sphere of specified radius
ρw can be placed at that point such that the sphere does not overlap with any protein
atom. In biology, the relevant ρw = 1.4 (radius of water molecule). A cavity is void
space completely enclosed in the protein. That is there is no path of void points that
connect any cavity point to the space outside the protein.

4 Specific tasks

Begin by designing, testing, and implementing an algorithm that finds all cavities in the
input protein structure. Each cavity point needs to be identified within the accuracy of
at least 0.25 (Å ). Why?

The code will report a discrete set of spheres representing all of the cavities found
in the protein. The spheres that belong to the same connected cavity should be placed
no more than 0.25 units from each other along x, y, and z. In other words, you are
representing each cavity with a set of spherical ”pixels” at 0.25 resolution.
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4.1 Formats

Your code assumes a very specific input format, called ”PDB” (Protein Data Bank),
two which atomic radius information is added. The simplest example is provided: it is
cooked-up ”spherical” protein. It makes sense for the output format has to be exactly
the same as in the example. It is important that all the spacings are identical to those in
the examples (for visualization). Field 2 is atom’s number i. The first letter of field 3 is the name of the chemical
element of that atom, e.g. ”S” for sulfur (visualized as a yellow sphere). Field 4 is a 3-letter code for amino-acid
name, field 5 is its number. Fields 6,7,8 are xi, yi, zi coordinates of atom i of the protein or the sphere representing
a cavity. The last but one field is irrelevant to us (partial atomic charge). The last field is ρi. It varies from
atom to atom: a typical value for carbon is 1.7, hydrogen 1.2, etc. All spheres representing cavity points must
have the same ρ = ρw. The index for cavity spheres, field 2, should start at some large number, e.g. ı = 10001,
to distinguish them from the protein atoms. The index in field 5 should start at 5001. “CAV” in the 4th field
indicates that the given sphere belongs to a cavity. Also, in the output file, the cavity records are always appended
to the end of the input protein file, see example output.
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