CS2604 (Fall 2000)
PROGRAMMING ASSIGNMENT #2
Due Friday, October 6 @ 11:00 PM for 100 points

Early bonus date: Thursday, October 5 @ 11:00 PM for 10 point bonus
Late penalty: 10 points/day with final due date Monday, October 9 at 11:00 PM

Background: In Project 1 you built a simple database system for storing, removing, and querying a collection of rectangles by name or by position. The data structure used to organize the collection of rectangles was a Skip List. The Skip List is efficient for finding rectangles by name. However, it is not so good for finding rectangles by location. The problem is that there are two distinct keys by which we would like to search for rectangles (name or location). So we should expect that we will need two data structures, one for each key. However, even if we added a second Skip List to the system, we would still have the problem that the Skip List simply is not a good data structure for the tasks of finding all rectangles that intersect a query rectangle, or finding all intersections from among a collection of rectangles. What we really need is another data structure that can perform these spatial tasks well.

Implementation:
Your database will now be organized by two data structures. One will be the Skip List, which will organize the collection of rectangles by name as in Project 1. The second data structure will be a Quadtree, described below. The Quadtree will organize the rectangles by position, and will be used for spatial queries such as locating rectangles within a query rectangle, and determining intersections among rectangles.

Before reading the following description of the Quadtree used for this project, you should first read Section 13.3.2 in the textbook about PR Quadtrees. You are not implementing a PR Quadtree for this assignment, but the PR Quadtree is similar enough to what you will implement that it is a good starting point for understanding what you need to do.

You will use a Quadtree\(^1\) to support spatial queries. The quadtree is a full tree such that every node is either a leaf node, or else it is an internal node with four children. As with the PR Quadtree, the four children split the parent’s corresponding square into four equal-sized quadrants. Also as with the PR Quadtree, internal nodes of the Quadtree do not store data. Pointers to the rectangles themselves are stored only in the leaf nodes.

The key property of the Quadtree is its **decomposition rule**. The decomposition rule is what distinguishes the Quadtree of this project from, for example, the PR Quadtree of Section 13.3.2. The decomposition rule for this project is: A leaf node will split into four when (a) There are **three or more** rectangles in the node, such that (b) not all rectangles in the node overlap a single point. Four sibling leaf nodes will merge together to form a single leaf node whenever deleting a rectangle results in a set of rectangles among the four leaves that does not violate the decomposition rule. It is possible for a single deletion to cause a cascading series of node merges. (Note that two rectangles that are adjacent to each other do not overlap. For example, rectangles \((5, 5, 5, 5)\) and \((5, 10, 5, 5)\) do not overlap.)

\(^1\) Actually, “Quadtree” refers to any data structure where each internal node has 4 children. The data structure described for this project has no formal name of its own. It would be incorrect to believe that the term “Quadtree” refers only to the data structure described here, but for notational convenience, that is what we will call it.
We will define the origin of the system to be the upper-left corner, with the axes increasing in positive value down and to the right. We will designate the children of the Quadtree (and the quadrants of the world) to be NW, NE, SW, and SE, in that order. We will assume that the “world” is a square with upper-left corner at (0, 0), and height and width of 1024 units.

Consider for example the four rectangles (A, 200, 200, 400, 300), (B, 250, 250, 500, 500), (C, 600, 600, 400, 400) and (D, 650, 650, 300, 300). The Quadtree that results from storing these rectangles will contain an internal node at the root with four leaf nodes as children, such that the NW child stores A and B; the NE child stores A and B; the SW child stores B; and the SE child stores C, and D. Note that there are three rectangles in the SE child because they mutually overlap.

All access functions on the Quadtree, including insert, delete, and search, must be written recursively. The **regionsearch** and **intersections** commands will access the quadtree rather than the Skip List. These commands should visit as few Quadtree nodes as possible.

When performing intersection tests, intersection between a given pair of rectangles should be reported only once. Be careful about when you report an intersection, since it is possible that a rectangle will appear in multiple Quadtree leaf nodes. In fact, a pair of intersecting rectangles might appear (and intersect) multiple times in the Quadtree, such as Rectangles A and B in the example above.

You must use class inheritance to design your Quadtree nodes. You must have a Quadtree node base class, with subclasses for the internal nodes and the leaf nodes. Note the discussion under “Design Considerations” regarding using a flyweight to implement empty leaf nodes.

**Invocation and I/O Files:**

The name of your executable must be **p2**. There will be no input parameters to the program. Your program should read the command file from the standard input, and write its output to the standard output.

Your program will read from standard input a series of commands, with one command per line. The commands, their formats, and their effects/outputs are identical to those of Project 1, with the following modifications and one addition.

1. All rectangles will fit within a box 1024 by 1024 units in size, and all coordinates for rectangles are in the range 0 to 1023. Note that the coordinates for query rectangles (i.e., the search command) are permitted to go outside of the “world box” of size 1024.

2. The **regionsearch** command and the **intersections** command must report the number of Quadtree nodes visited.

There is one additional command:

**dump**

Return a “dump” of the Quadtree and the Skip list. The Quadtree dump should print the nodes of the Quadtree in preorder traversal order, one node per line. The Skip list dump should print out each Skip list node, from left to right. For each Skip list node, print that node’s value and the number of pointers that it contains.

**Design Considerations:**

The most obvious design issue is how to organize the inter-relations between the Skip List and the Quadtree. Neither uniquely “owns” the rectangles it organizes. You will probably want each data structure to store pointers to rectangle objects.

It is probably a good idea to create a “Database” class and create one object of the class. This Database class will receive the commands to insert, delete, search, etc., and farm them out to the Skip List and/or Quadtree for actual implementation.
When navigating through the Quadtree, for example to do an insert operation, you will need to know the coordinates and size of the current Quadtree node. One design option is to store with each Quadtree node its coordinates and size. However, this is unnecessary and wastes space. Given the coordinates and size of a node, it is a simple matter to determine the coordinates and size of its children. Thus, a better design is to pass in the location and size of the current node as parameters to the recursive function.

Note that many leaf nodes of the Quadtree will contain no data. Storing many distinct “empty” leaf nodes is quite wasteful. One design option is to store a NULL pointer to an empty leaf node in its parent. However, this requires the parent node to understand this convention, and explicitly check the value of its child pointers before proceeding, with special action taken if the pointer is NULL. A better design is to use a “flyweight” object. A flyweight is a single empty leaf node that is created one time at the beginning of the program, and pointed to whenever an empty child node is needed.

**Programming Standards:**
You are expected to observe good programming/documentation standards, as described in the Elements of Programming Style. Some specifics:

- You must include a header comment, preceding main(), specifying the compiler and operating system used and the date completed.
- Your header comment must describe what your program does; don’t just plagiarize language from this spec.
- You must include a comment explaining the purpose of every variable or named constant you use in your program.
- You must use meaningful identifier names that suggest the meaning or purpose of the constant, variable, function, etc.
- Always use named constants or enumerated types instead of literal constants in the code.
- Precede every major block of your code with a comment explaining its purpose. You don’t have to describe how it works unless you do something so sneaky it deserves special recognition.
- You must use indentation and blank lines to make control structures more readable.
- Precede each function and/or class method with a header comment describing what the function does, the logical significance of each parameter (if any), and pre- and post-conditions.
- Decompose your design logically, identifying which components should be objects and what operations should be encapsulated for each.

Neither the GTAs nor the instructors will help any student debug an implementation, unless it is properly documented and exhibits good programming style. Be sure to begin your internal documentation right from the start.

You may only use code you have written, either specifically for this project or for earlier programs, or code taken from the textbook. Note that the textbook code is not designed for the specific purpose of this assignment, and is therefore likely to require modification. It may, however,
provide a useful starting point. You may not use code from STL, MFC, or a similar library in your program.

Testing:
A sample data file will be posted to the website to help you test your program. This is not the data file that will be used in grading your program. While the test data provided should be useful, you should also do testing on your own test data to ensure that your program works correctly.

Deliverables:
You will submit this project electronically. In particular, you will create a zip’ed archive file containing the following items (and nothing else):

- all source code files necessary to build an executable
- either the project workspace files (.dsw and .dsp) for Visual C++ users, or a makefile for g++ users.
- A document in either plain ASCII text, Postscript, PDF, or MS Word format, that documents how your program is designed and why you made those design choices. The document should discuss at least, but need not be limited to, the design issues described in the “design considerations” section above.

Don’t forget that the name of your executable should be p2. Windows users should be sure to use a modern zip tool which preserves long file names. A suitable freeware command-line zip tool will be posted on the course website. UNIX users should submit a gzip’ed and tar’ed file.

Once you have assembled the archive file for submission, for your own protection, please move it to a location other than your development directory, unzip the contents, build an executable, and test that executable on at least one input file. Failure to do this may result in delayed evaluation of your program, and a loss of points.

You will submit your project to the automated Curator server as “Project 2”. The instructions and necessary software are available at: http://ei.cs.vt.edu/~eags/CuratorGuides.html. If you make multiple submissions, only your last submission will be evaluated.

Pledge:
Your project submission must include a statement, pledging your conformance to the Honor Code requirements for this course. Specifically, you must include the following pledge statement in the header comment preceding the function main() in your program. The text of the pledge will also be posted online.

// On my honor:
//
// - I have not used C++ language code obtained from another student,
//   or any other unauthorized source, either modified or unmodified.
//
// - All C++ language code and documentation used in my program
//   is either my original work, or was derived, by me, from the source
//   code published in the textbook for this course.
//
// - I have not discussed coding details about this project with anyone
other than my instructor, ACM/UPE tutors or the GTAs assigned to this course. I understand that I may discuss the concepts of this program with other students, and that another student may help me debug my program so long as neither of us writes anything during the discussion or modifies any computer file during the discussion. I have violated neither the spirit nor letter of this restriction.

Programs that do not contain this pledge will not be graded.