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Travel

 the motor component of navigation
movement between 2 locations, setting

the position (and orientation) of the user’s
viewpoint

 the most basic and common VE
interaction technique, used in almost any
large-scale VE

Travel refers to the actual movement through space, and not the planning, decision-
making, or cognitive aspects (wayfinding). Can we really separate these 2 tasks? I
would claim that you can have travel techniques which do not address wayfinding,
but the best travel techniques will integrate aids to wayfinding.

We normally only consider setting the viewpoint position when designing travel
techniques for immersive VEs, since orientation will be taken care of with head
tracking. In non-immersive situations, travel techniques must consider orientation,
making them more complex (e.g. navigation in a VRML browser).

Travel is truly a universal interaction task, except in VEs in which all user
interaction is local.
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Travel tasks

Exploration
Search

Naïve
Primed

Maneuvering

The user tasks for travel are the same as those that will be presented for wayfinding,
with the exception of maneuvering.
Exploration tasks have no explicit goal of the movement. The user is simply
exploring or browsing the 3D space, usually to build knowledge of the environment
or to see what the interesting features might be. Travel techniques for exploration
should be almost thoughtless – you want the user to be able to simply move about
with little restriction.

Search tasks involve traveling to a specific target location in the environment.
Psychologists have further subdivided this task into naïve search, in which the
position of the target is not known, and primed search, in which the position of the
target is known (to some degree) and the task is to find that location again. See
Darken & Sibert, CHI ’96, for use of these tasks in a VE.

Maneuvering tasks usually involve short, precise movements where the goal is to
change the viewpoint slightly in order to do a particular task. For example, in a
surgery simulation, the doctor might need to move to the other side of the operating
table in order to get a good view of the procedure he is performing. In some cases,
maneuvering can be allowed simply by letting the user move physically. However,
due to limited tracker range, cable tangling problems, etc. you sometimes have to
use an explicit travel technique for maneuvering.
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“Natural” travel metaphors

Walking techniques
Treadmills
Bicycles
Other physical motion

VMC / Magic carpet
Disney’s river raft ride
Simulation of flying

Many people have worked on naturalistic travel techniques – that is, techniques that
use physical motion and some real-world or pseudo real-world metaphor for travel.
Obviously such techniques are useful for applications such as training, where you
want the user to move about as she would in the physical world to make the VE as
lifelike as possible. However, as we will argue for all of the interaction tasks,
naturalism is not always the best choice. We present here a few of the natural travel
metaphors, but will focus for the remainder of this section on “virtual” or “magic”
travel techniques where little or no physical motion is involved.

Naturalism also brings up the issue of realism in general. Too often it is asserted
that VEs need to be realistic, without defining what type of realism one means.
There is visual realism vs. realism of interaction, for example. Within interactive
realism, it might be the case that ITs for certain tasks need to be realistic, while
others do not.
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Steering metaphor

continuous specification of direction of
motion
gaze-directed
pointing
physical device (steering wheel, flight stick)

A very large number of different travel techniques have been suggested and/or
implemented by researchers and application developers. Most of these techniques
fall into four categories or metaphors.

The steering metaphor implies continuous control of the direction of motion, as
when you steer a car.

The target-based metaphor lets the user choose the end goal of the motion, then the
system actually performs the movement in between the two points.

Route planning is between the two metaphors above: the user specifies the end goal
and also some intermediate path information. (These first 3 metaphors are on a
continuum of the relative amount of control by the user and system.)

Something different is manual viewpoint manipulation, in which the user’s hand
motions are mapped in some way to viewpoint motion.
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Gaze-directed steering
implementation
Each frame while moving:

Get head tracker information
Transform vector [0,0,-1] in head CS to

v=[x,y,z] in world CS
Normalize v:

Translate viewpoint by

! 

ˆ v =
v

v

! 

ˆ v x, ˆ v y, ˆ v z( ) " current _velocity

To implement gaze-directed steering, you set up a callback function that executes
before each frame is rendered. Within this callback, you first obtain the head tracker
information (usually in the form of a 4x4 matrix). This matrix gives you a
transformation between the base tracker CS and the head tracker CS. By also
considering the transformation between the world CS and the base tracker CS (if
any), you can get the total composite transformation. Now you consider the vector
[0,0,-1] in head tracker space (the negative z-axis, which usually points out the front
of the tracker). This vector, expressed in world coordinates, is the direction you
want to move. Now all that’s left to do is to normalize this vector, multiply it by the
speed, and then translate the viewpoint by this amount in world coordinates.

Note: current “velocity” is in units/frame. If you want true velocity (units/second),
you must keep track of the time between frames and then translate the viewpoint by
an amount proportional to that time.
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Target-based metaphor

discrete specification of goal
point at object
choose from list
enter coordinates
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Map-based travel technique

 User represented by
icon on 2D map

 Drag icon with stylus to
new location on map

 When released,
viewpoint animated
smoothly to new location

The map-based technique is a target-based travel technique. The user is represented
as an icon on a 2D map of the environment. To travel, the user drags this icon to a
new position on the map. When the icon is dropped, the system smoothly animates
the user from the current location to the new location indicated by the icon.

See: Bowman, D., Wineman, J., Hodges, L., & Allison, D. (1998). Designing
Animal Habitats Within an Immersive VE. IEEE Computer Graphics &
Applications, 18(5), 9-13.
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Map-based travel implementation

Must know
Map scale relative to world: s
Location of world origin in map CS: o=(xo, yo,

zo)
On button press:

If stylus intersects user icon, then each frame:
Get stylus position in map CS: (x, y, z)
Move icon to (x, 0, z) in map CS

To implement this technique, you need to know two things about the way the map
relates to the world. First, you need to know the scale factor. Second, you need to
know which point on the map represents the origin of the world CS. We assume
here that the map model is originally aligned with the world (i.e. the x direction on
the map, in its local CS, represents the x direction in the world CS).

When the user presses the button and is intersecting the user icon on the map, then
you need to move the icon with the stylus each frame. You cannot simply attach the
icon to the stylus, because you want the icon to remain on the map even if the stylus
does not. To do this, you must first find the position of the stylus in the map CS.
This may require a transformation between coordinate systems, since the stylus is
not a child of the map. The x and z coordinates of the stylus position are the point to
which the icon should be moved.

We do not cover here what happens if the stylus is dragged off the map, but the user
icon should “stick” to the side of the map until the stylus is moved back inside the
map boundaries, since we don’t want the user to move outside the world.
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Map-based travel implementation
(cont.)

 On button release:
Get stylus position in map CS: (x, y, z)
Move icon to (x, 0, z) in map CS
Desired viewpoint: pv = (xv, yv, zv) where

xv = (x – xo)/s
zv = (z – zo)/s
yv = desired height at (xv ,yv)

Move vector: m = (xv-xcurr, yv-ycurr, zv-zcurr) * (velocity/distance)
Each frame for (distance/velocity) frames: translate viewpoint

by m

When the button is released, the icon is set to its final position, using the same
method as before.

Now we need to calculate the desired position of the viewpoint in the world. This
position is calculated using a transformation from the map CS to the world CS,
which is detailed for you here. First, you must find the offset in the map CS from
the point corresponding to the world origin. Then, you divide by the map scale (if
the map is 1/100 the size of the world, this corresponds to multiplying by 100). This
gives us the x and z coordinates of the desired viewpoint position. Since the map is
2D, we can’t get a y coordinate from it. Therefore, the technique should have some
way of calculating the desired height at the new viewpoint. In the simplest case, this
might be constant. In other cases, it might be based on the terrain height at that
location or some other factors.

Now that we know the desired viewpoint, we have to set up the animation of the
viewpoint. The move vector m represents the amount of translation to do each frame
(we are assuming a linear path). To find m, we subtract the desired position from the
current position (the total movement required), divide this by the distance between
the two points (calculated using the distance formula), and multiply by the desired
velocity, so that m gives us the amount to move in each dimension each frame. The
only remaining calculation is the number of frames this movement will take:
distance/velocity frames. Note that again velocity is measured here in units/frame,
not units/second, for simplicity.
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Route-planning metaphor

one-time
specification of
path
place markers in

world
move icon on map
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Route-planning video
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Manipulation metaphor

manual manipulation of viewpoint
“camera in hand”
fixed object manipulation
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Manual manipulation video
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Technique classification

Travel

Start to move

Stop moving

Indicate position

Indicate orientation

position

velocity

acceleration

Target specification
Route specification
Continuous
specification

Here’s a possible classification of travel ITs based on the first three metaphors. Note
that techniques from the fourth metaphor have to be force-fit into one of the other
three. For example, the camera in hand technique would be considered steering since
you are continuously controlling the direction of motion (using hand motion).

Bowman et al, Journal of Visual Languages & Computing, 1999
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Alternate Technique classification

Travel

Direction/Target
Selection

Velocity/Accel.
Selection

Conditions of Input

gaze-directed
pointing
physical props

gesture
slow in, slow out
physical props

start/stop buttons
automatic start/stop
constant movement

This is another possible classification of techniques, based on three parts of the
overall task of travel. Only a few possible techniques for each of the sub-tasks are
listed for simplicity.

Bowman, Koller, and Hodges, VRAIS ‘97
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Evaluation results

steering techniques
have similar
performance on
absolute motion tasks

non-head-coupled
steering better for
relative motion

We’ve run six formal experiments to evaluate travel ITs in a general way. Here are
some of the most salient results.

The first picture shows a relative motion task: move to a point along the 3D line
defined by the pointer. The second picture is a spatial orientation task: remember the
locations of objects within a maze while moving through it.

Bowman, Koller, & Hodges, VRAIS ’97
Bowman, Koller, & Hodges, Virtual Reality: Research, Development, &
Applications, 1998
Bowman, Davis, Badre, & Hodges, PRESENCE, 1999
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Evaluation results – 2

“teleportation” can lead
to significant
disorientation

env. complexity affects
info. gathering

 travel IT and user’s
strategies affect spatial
orientation
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Evaluation results – 3

 manipulation-based
techniques efficient for
relative motion

 manipulation-based
techniques not requiring an
object efficient for search,
but tiring

First result is from a study of “cross-task” techniques (in this example, a technique
used for the task of manipulation is used for the task of travel).

Other results are from a “testbed evaluation” of travel techniques:
Bowman, Johnson, & Hodges, VRST ’99
picture: the target used in the testbed – the yellow ring is the radius within which the
user had to move to end the task
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Evaluation results – 4

 Steering techniques best
for naïve and primed
search

 Map-based techniques not
effective in unfamiliar
environments, or when any
precision is required
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Myths

There is one optimal travel technique
for VEs.

A “natural” technique will always be
better than another technique.

Desktop 3D, workbench, and CAVE
applications should use the same travel
ITs as HMD-based VEs.

Debunking the myths:
  -the optimal travel IT depends on the task, environment, and user.
  -unnatural, or “magic” techniques often exhibit more desirable characteristics than
natural ones (e.g. walking). Natural techniques may be best if the goal is training a
real-world task, or to increase presence (Slater’s work).
  -the display modality must be considered when designing travel ITs (e..g workbench
exocentric vs. HMD egocentric view.
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Design guidelines

Make simple travel tasks simple (target-
based techniques for motion to an object,
steering techniques for search).
Provide multiple travel techniques to
support different travel tasks in the same
application.

simple tasks: e.g. use a target-based technique if the only goal is to move between
known objects - don’t put unnecessary cognitive load on the user.

remember the differences between tasks such as exploration and primed search - may
need more than one technique
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More design guidelines

Use transitional motions if overall
environment context is important.

Train users in sophisticated strategies to
help them acquire survey knowledge.

Consider integrated (“cross-task”) ITs if
travel is used in the context of another
task (e.g. manipulation).

Many applications require the user to be aware of their location within the space,
have an overall survey knowledge of the space, etc. (see the lecture on wayfinding).
In these cases it is important to use transitional motion between locations, even if it
is fast, in order to maintain awareness of the space. (A good use of this concept in a
desktop system is Mackinlay, Card, and Robertson, Rapid controlled movement
through a virtual 3D workspace, SIGGRAPH ’90, 171-176.)

Strategies (how the user uses the technique) are as important as the technique itself,
especially in tasks requiring spatial knowledge. Therefore, you should provide
training, instructions, and guidance to help the user take advantage of the technique.

Cross-task ITs can be useful if travel is not the main interaction, but is only used,
for example, to gain a better viewpoint on a manipulation task. Remember that such
motion can be tiring, however, and should not be used for very long exposure period
applications.
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Implementation issues for travel
techniques
Velocity / acceleration control
 Is world rotation necessary?
Constrained motion

Constant height
Terrain-following

Conditions of input

We have covered only the implementation of the simple movement itself, but there
are other implementation issues that must be considered in general.

One such issue is the control of velocity and/or acceleration. There are many
methods for doing this, including gesture, speech controls, sliders, etc.
Another issue is that of world rotation. In systems that are only partially spatially
surrounding (e.g. a 4-walled CAVE, or a single screen), the user must be able to
rotate the world or his view of the world in order to navigate. In fully surrounding
systems (e.g. an HMD) this is not necessary. Next, one must consider whether
motion should be constrained in any way, for example by maintaining a constant
height or by following the terrain. Finally, at the lowest-level the conditions of input
must be considered – that is, when and how does motion begin and end (click to
start/stop, press to start, release to stop, stop automatically at target location, etc.)?


