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Introduction 
Reliable data transmission protocols form the basis of data communication. The application 
interface to the network assumes that the network is capable of transmitting and receiving data 
without introducing any errors. In contrast, physical link layers are often noisy, and depending on 
their technology - for instance modems - they are prone to significant data loss.  
 
In this project, you will implement a reliable data transmission protocol that runs on top of an 
unreliable physical link layer. The code consists of two parts – dl_client, a client or sender 
program and dl_server, a server or receiver program. The network setup consists of two nodes 
– client node 0, the transmitter and server node 1 the receiver. The nodes are directly connected 
to each other over a lossy point-to-point cable. Some of the messages transmitted will not be 
received. Your reliable transmission protocol should ensure that messages sent by the transmitter 
are successfully received at the receiver. For the purposes of this project, you may implement any 
of the sliding window protocols (go back N, selective acknowledgement) discussed in class, or any 
other equivalent sliding window scheme. As a last resort, you may implement the stop and wait 
protocol for half credit. Your reliable transmission protocol should ensure that messages sent by 
the transmitter are successfully received at the receiver in the same order that they were 
transmitted. 
 
Note: Take a look at the extra credit assignments later in the specification.  

Network Library 
Your reliable transmission protocol will run over regular UDP sockets, between a client and a 
server. In order to test your protocol, you need to implement a simple file transfer utility that reads 
the file input.dat (part of the library distribution) at the client and sends the data to server. The 
server should save the received data into a file called output.dat. You can compare (UNIX 
utility: diff) input.dat and output.dat to check for correctness of your protocol. 
 
The question to ask now, is how do you test your protocol for correct behavior under data loss 
given that UDP runs reasonably reliably on current LANs. This is where the network library comes 
in. Your reliable transmission protocol code links against a network library that emulates a lossy 
network. The interface to the network library is very simple. Your protocol code opens a normal 
UDP socket both at the client side and the server side. However, when you transmit data (both 
data and acks) you should use the u_sendto call in the network library rather than the UDP 
sendto call. Both u_sendto and sendto take the exact same parameters. At the receiver, you 
can use the normal UDP recvfrom call to receive data. The network library also provides access 
to timer facilities.  
 



The network library has several features to aid in debugging your code. First, it can be initialized to 
emulate several different modes of operation (look at the init_net call in the section on network 
library functions later in this specification). Secondly, after each run, the network library creates 3 
files, bw.txt, rtt.txt and drop.txt which plot the network conditions during the run. The file 
bw.txt plots network bandwidth versus time as an XY graph. Each line of the file contains the 
time since initialization of the library (in ms) and the network bandwidth (in Kbps) emulated by the 
library during the run. The file rtt.txt plots one way transmission time versus time as an XY 
graph (should really be called owtt.txt, but who has heard of owtt). Each line of the file contains the 
time since initialization of the library (in ms) and the current value of one way transmission time (in 
ms) emulated by the library during the run. The third file drop.txt contains the packet number of 
a packet and the time at which it was dropped on each line. 
 
Since the debugging files are generated on each run, you can compare the performance of your 
reliable transmission protocol against the actual network conditions to determine how you can 
improve your protocol.  

Implementation Notes 
The network library is available for download from the course web page as a .tar file for Linux. 
Since the code uses Linux specific timers (that may work under BSD), no other platforms will be 
supported.  The network library code consists of 3 files, libnet.a, libnet.h and your input file (1MB) 
input.dat 
 
Please write your main code in files, dl_client.c and dl_server.c, which represent the two ends of 
your file transfer program. You may use additional files to implement your transport protocol. The 
server program should take 1 command line parameter - the port number of which it runs. The 
client program should take 2 command line parameters (a) The server IP address in dotted 
decimal notation and (b) The server port number.  Use the last 4 digits of your SSN as the port 
number. If the last 4 digits are less than 1024, add 10000 to the last 4 digits of your SSN. 
 
Note: For an additional 5 points of extra credit, write a layered implementation of this 
project, where dl_client.c exposes appropriate service functions and a separate 
program/file is linked with dl_client.c to implement the actual file transfer code. Do this for 
dl_server as well.  
 
To execute your code, you need to link against the network library. Use the following command 
line: 
 
gcc –o dl_client dl_client.c –L. –lnet 
 
or  
 
gcc –o dl_server dl_server.c –L. -lnet  
 
The above command lines assume that you downloaded the network library in to the current 
directory. 
 



Results 
To evaluate your protocol, you need to present results that measure the performance of your 
implementation. In this case, the measure of performance is simply how quickly your algorithm 
manages to transfer data reliably from the sender to the receiver.  
 
To measure the performance of your implementation, measure the time it takes to transfer the file 
from the sender to the receiver. For your results, report the time taken (in tabular format, with time 
measured in seconds, 2 decimals accuracy) to transfer the file in each of ten independent runs 
with random_flag set to 1 (take a look at the init_net function call later in this specification), and 
the average of those runs. Present these results in your report. 

Other Details/Assumptions 
Your reliable transmission protocol should never create packets larger than a predefined 
MTU. The MTU that you should use is 500 bytes. The MTU includes application level data as well 
as any headers that your protocol may create. 
 
Since the library does not generate out of order messages, you should use a minimal number 
of bits to represent the sequence number field. For this, you need to calculate the window size, 
and then figure out the length of the sequence number space to correctly handle the window size.    
 
You don’t need to implement end-to-end flow control, transport layer multiplexing/demultiplexing or 
connection setup/teardown mechanisms.  

Submission 
 
You need to submit an electronic version of your project by anonymous FTP to: 
 
psmith.cs.vt.edu/pub/spring.2003/CS5516/project1  
 
The submission should contain  

• All source code, binaries and your project report in a single .tar file  
• A 2-4 page project report that describes your protocol. The report should contain details of : 

o Your reliable transmission protocol algorithm, including how you handle out of 
window packets/acknowledgements. 

 Hint: Think in terms of the state machine diagrams we talked about. 
o Window size and sequence number calculations 
o Your performance results. 

• The report should be submitted as a PDF or PS file.  
• Clearly indicate in your project, which if any extra credit sections you have implemented. 

 
Your source code should also contain a comment on the first few lines with the authors of the code 
and VT ID number (SSN).  
 
Please test your code on the CSLAB Linux machines at the Department of Computer Science. If 
you do not have a CSLAB account, please talk to the systems administration staff at Computer 
Science to get an account. 
 
NOTE: For this project up to 2 students may pair up to form a group. 
 



The submission format is tar.  
To submit the project, rename the archive (filename.tar) to <your ID>.<try number>.tar and 
upload the file. 
 
<your ID> is the complete ID number of one of the team members in the project. 
<try number> is an integer between 1 and 3 (inclusive) that represents your submission number.  
 
Each group is allowed 3 submissions with try numbers numbered 1, 2 and 3. Any submissions 
past 3 will be ignored. The last submission will be graded. 
 

Network Library Functions 
The functions offered by the network library can be divided into five basic categories 

1) Initialization/Shutdown Functions 
2) Transmit Function: Use this function to transmit messages. Messages can be received 

using the standard UDP receive call recvfrom.  
3) Read Function: You can use this mechanism to register your own read function, which will 

be automatically called when data arrives. 
4) Timer functions: These functions provide access to a 10 ms resolution timer. You can only 

create 1 timer at any time. 
5) Utility functions: These functions can be used to simplify your code. You don’t necessarily 

need them. 
 
This section presents an overview of the functions that comprise each category. 

Initialization/Shutdown functions 
void init_net(unsigned char bw_flag, unsigned char rtt_flag,  
              unsigned char rel_flag, unsigned char random_flag); 
Input Parameters: 

• bw_flag:  
o 0 = constant bottleneck bandwidth. 
o 1 = variable bottleneck bandwidth. 

• rtt_flag:  
o 0 = const round trip time. 
o 1 = variable round trip time. 

• rel_flag:  
o 0 = transmissions are reliable. 
o 1 = transmissions are unreliable. 

• random_flag:  
o 0 = constant seed random numbers. Bandwidth and RTT changes are the same on 

each run.           
o 1 = variable seed random numbers. Bandwidth and RTT changes vary between 

runs. 
o  

Returns: Nothing 
 
This function should be called once to initialize the library. You need to call init_net before any 
data transmission, typically at the beginning of your program. To aid in debugging your code, the 
function can be called with various flags to mimic several different conditions. The flags are 
independent of each other, so there are 16 different possibilities.  



 
For this project, you need to set bw_flag to 0, rtt_flag to 0, rel_flag to 1 and random_flag to 1. For 
debugging you may set random_flag to 0 to get deterministic results on each run. For testing your 
file transfer code, you can set the rel_flag to 0, and then start implementing your reliable 
transmission protocol. 
 
Note 1: We will test your code with rel_flag set to 1 and random_flag set to 1. Make sure 
you test your code for correct operation under these conditions.  
 
Note 2: For 20 points of extra credit, try to get your code to work efficiently with bw_flag set 
to 1. 
 

 
void close_net(); 
Input Parameters: None 
Returns: Nothing 
 
This function should be called at the end of your program. It cleans up internal network library 
state and flushes internal data queues.  
 

Transmit function 
 
int u_sendto(int fd, void *data, int len, int flags,  
             struct sockaddr *to, socklen_t addrlen); 
 
Input Parameters: 

• fd: Open socket descriptor. 
• data: pointer to the data to transmit. 
• len: Length of the data to transmit. 
• to: Pointer to sockaddr structure filled to indicate the appropriate receiver. 
• addrlen: Length of the sockaddr structure. 

 
Returns: Amount of data transmitted (<=len) on successful transmit. Negative number on failure 
failure. The error codes for negative numbers are defined in libnet.h 
 
This function should be called to transmit a message or an acknowledgement. The function is 
called with a pointer to the data to transmit and the length of the data. Note that this function 
takes the same parameters as the UDP sendto call. On success, it returns the number of bytes 
transmitted. On failure, it returns a negative number, indicating the type of failure. The error codes 
for negative numbers are defined in libnet.h.  

 

Read function (similar to udt_rcv) 
 
void register_read(void (*read_fn)(), int fd); 
 



Input Parameters: 
• fd: Open UDP server socket descriptor. 
• read_fn: pointer to your read function, which will be called when data is available at the 

receiver (server).  
 
Returns: Nothing  
  
Register a read function with the network library. This function implements part of the udt_rcv 
functionality from the class slides. First you register server read function using register_read. If 
new data arrives, the read function you registered will be automatically called. 
 
Note: You need to actually read the data in your read function. register_read just 
ensures that your read function is called, it does not read any data itself. Why?  

 

Timer Functions 
The timer functions make allow you to add a timer and specify a callback function. When the timer 
expires, your callback function will be called with one parameter, the current time. Note that the 
timer routine uses an unsigned long long int (64 bit int) to represent time in us.  
 
To mimic the behavior of real OS timers, there are some caveats to the use of timers. The first 
limitation is that you can only have one outstanding timer at any time. To create multiple timers, 
you should maintain your own sorted linked list or array of “virtual” timers and instantiate a real 
timer for the smallest entry in your list. When that timer expires, or is deleted, you can insert a real 
timer for the next time instant on your virtual timer list and so on. 
 
Furthermore, the real timer has a finite time resolution. Currently, the time resolution is 10 ms. You 
cannot create a timer with a precision better than 10 ms. This should not be a major concern in 
your current project since RTTs are much larger than 10ms.  
 
Finally, timers are one shot. A timer is automatically deleted after it calls the user-defined call back 
function. 
 
void register_timer(unsigned long long interval,  
                    void (*handler)(unsigned long long)); 
 
Input Parameters:  

• interval: 64 bit integer value that determines the expiry of the timer.  
• handler: Pointer to a void function that takes 1 unsigned long long parameter.  

Returns: Nothing 
 

• This function adds a new timer, which expires when current time >= interval. The handler 
function is called - when the timer expires - with 1 parameter, the current time. The expired 
timer is deleted after the handler function is called. Note that you can create a new timer 
within your callback function (handler), which won’t be deleted.  

• Any call to register_timer, automatically deletes any older existing timer, regardless of 
whether it has expired or not. You can use this feature to overwrite timers.  

 



void unregister_timer(); 
 
Input Parameters: None 
Returns: Nothing 
 
This function deletes the current timer. If no timer exists, the function returns without doing 
anything. 

 

Utility Functions 
unsigned long long get_time(); 
 
Input Parameters: None 
 
Returns: The current time in us. 

 
This function returns the current time in microseconds. Time is always maintained as a 64 bit 
quantity.  
 
 

Final Comments 
 
Word of advice: Start this project early. A month of procrastination can go by quite fast.  
Happy debugging! 
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