
CS 5014: Research Methods in
Computer Science

Clifford A. Shaffer

Department of Computer Science
Virginia Tech

Blacksburg, Virginia

Fall 2015

Copyright c© 2015 by Clifford A. Shaffer

CS 5014: Research Methods in
Computer Science Fall 2015 1 / 208

CS 5014: Research Methods in
Computer Science

Clifford A. Shaffer

Department of Computer Science
Virginia Tech

Blacksburg, Virginia

Fall 2015

Copyright c© 2015 by Clifford A. Shaffer20
15

-1
0-

30

CS 5014

Title page

Confidence Intervals (1)

Each sample mean is an estimate of the population mean
Point estimate: A single number as the “best” estimate

It is not possible to get a perfect estimate of population mean
from a finite number of samples

How far off is it likely to be from the true value?
The best we can get is a probabilistic bound

CS 5014: Research Methods in
Computer Science Fall 2015 183 / 208

Confidence Intervals (1)

Each sample mean is an estimate of the population mean
Point estimate: A single number as the “best” estimate

It is not possible to get a perfect estimate of population mean
from a finite number of samples

How far off is it likely to be from the true value?
The best we can get is a probabilistic bound20

15
-1

0-
30

CS 5014

Confidence Intervals (1)

no notes

Confidence Intervals (2)

Goal: Get bounds c1 and c2 such that the population mean is
in the interval (c1, c2) with probability 1− α

Interval (c1, c2) is the confidence interval
α is the significance level
100(1− α)% is the confidence level

Examples: Typically 90, 95, or 99% confidence levels,
equivalently 0.1, 0.05, or 0.01 α (significance) levels
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Computing a Confidence Interval (1)

For 90% confidence levels, find the 5- and 95-percentiles of
the sample means. How?

Central Limit Theorem tells us that the value for the
sample mean is normally distributed with X = µ and
σX = σ/

√
n for n the sample size.

Look up a z-score from a z table for z = α/2.
The confidence interval is then X ± zσX .
But we don’t know σ (and therefore, don’t know σX ). So
we use s for the sample.
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Example Computing CI
I want to know the 95% confidence interval for a sample of
100 values with mean X = 12.0 and standard deviation
s = 0.1.

Look up in the z table the score that cuts off 2.5% of the
area in the left tail.
This is 0.0250 in the table. (See Table A.2, inside front
cover of Navidi.) That is at row -1.9 and column 0.06 for
a z-score of -1.96
Equivalently, look for a value of 0.9750 in the table. That
is at row 1.9 and column 0.06 for a z-score of 1.96.
σX = s/

√
100 = 0.01.

The 95% confidence interval is
12.0± 1.96(0.01) = 12.0± 0.0196, or (11.9804,
12.0196).
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Example Computing CI

Simple example to start:

• Sample mean is X = 12.0 and sample std. dev. is s = 0.1.
• CLT tells us that X is normally distributed.
• Therefore, there is a 99.7% probability that we picked a

number as mean that is within three standard deviations of
the true mean.

• So we expect the true mean to be between 11.7 and 12.3
with 99.7% confidence.

• It is less likely that the true mean is between 11.9 and 12.1.

The example on the slide tells you how to pick the distance
from X when you want to fix the percentage (instead of the
other way around)

Philosophy

A level 100(1− α)% confidence interval will in the long
run succeed in covering the population mean
100(1− α)% of all the times that it is used.
Alternatively, we are 100(1− α)% confident that this
interval includes the population mean.

I Not a 100(1− α)% probability that the mean falls within
the confidence interval, since both µ and X are fixed.

What confidence interval to use?
I Tradeoff between precision (amount of information) and

probability of being wrong.
I Depends in large part on the loss incurred if wrong
I Sometimes 80% confidence is enough, or 99%

confidence is not enough
I 95% is a commonly used value.
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Philosophy

Actually, 100(1− α)% of times that it is used for that sample
size.

While it is not a probability that fixed mean falls in fixed
confidence interval, we can say that the probability is whatever
that each time we sample and compute the CI we will cover the
mean (since that sampling is a random event).

How Big a Sample?

Say we want a fixed confidence level and a fixed confidence
interval size.

Then we must take a sample that is big enough.
Get the z-score for the α value. (Ex: 1.96 for 95%
confidence interval.)
Get an estimate of standard deviation s (perhaps from
smaller sample – say s = 6.83).
Decide the interval size i . Ex: i = 0.50
Solve for n in zs/

√
n = i or (1.96)(6.83)/

√
n = 0.50.

n = 716.83 ≈ 717.
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How Big a Sample?

no notes

One Sided Intervals

Sometimes we only care that the true mean is at least (or at
most) some value.

Only care about one tail.
Don’t need to divide α by 2.

Now, for a 95% confidence interval, the z-score is only 1.645
instead of 1.96.

“I am 95% certain that the cost will be less than X.”
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Sampling Distributions

The sampling distribution only approximates a normal curve
until n gets big enough, over about 30.

Before that, the “tails” of the distribution are too big, so the
estimated confidence interval is too small.

You can calculate the confidence intervals more precisely,
but you need a separate table for every n value (because
every curve is different).

Usually there is a table to look it up in, or better yet, the
statistical software will calculate it for you.
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Sampling Distributions

no notes

Student’s t Distribution

Use for a sample of size n < 30, when the population has a
normal distribution(!)

Degrees of freedom (DoF): In this case, n − 1.
Given the mean, and the values of n − 1 of the items
from the sample, we know the value of the nth item.

Don’t use this if there are outliers in the sample (because
then the population probably is not normally distributed).

See Table A.3 (also, inside back cover).
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Student’s t Distribution

no notes

Example P. 347-8

5 sample values: 56.3, 65.4, 58.7, 70.1, 63.9

To calculate 95% confidence interval:
5− 1 = 4 degrees of freedom.
α value of 0.025 (column) and 4 DoF (row) yields 2.776
from Table A.3.

−2.776 <
X − µ
s/
√

n
< 2.776

X − 2.776
s√
n
< µ < X + 2.776

s√
n

X = 62.88, s = 5.4838, n = 5.
Confidence interval is 62.88± 6.81 or (56.07, 69.69).

CS 5014: Research Methods in
Computer Science Fall 2015 192 / 208

Example P. 347-8

5 sample values: 56.3, 65.4, 58.7, 70.1, 63.9

To calculate 95% confidence interval:
5− 1 = 4 degrees of freedom.
α value of 0.025 (column) and 4 DoF (row) yields 2.776
from Table A.3.

−2.776 <
X − µ
s/
√

n
< 2.776

X − 2.776
s√
n
< µ < X + 2.776

s√
n

X = 62.88, s = 5.4838, n = 5.
Confidence interval is 62.88± 6.81 or (56.07, 69.69).

20
15

-1
0-

30

CS 5014

Example P. 347-8

no notes

Unpaired Observations

This is the classic t-test.
We have a collection of observations from P1,and
another collection of observations from P2
We want to know if the two populations have the same
mean
nx samples from P1, and ny samples from P2.

What number of degrees of freedom v??

v =

(
s2

x
nx

+
s2

y
ny

)2

(s2
x/nx )2

nx−1 +
(s2

y/ny )2

ny−1
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no notes



Unpaired Example

X = 83.2, sx = 5.2, nx = 6
Y = 71.3, sy = 3.1, ny = 10

v =
(5.22/6 + 3.12/10)2

(5.22/6)2/5 + (3.12/10)2/9
= 7.18 ≈ 7

From the t-table we get a value of 2.365 for 7 DoF at
95% confidence
Our confidence interval is therefore
X − Y ± 2.365

√
s2

x/6 + s2
y/10 = 11.9± 5.53.

Since this does not include 0, the populations are
different (with 95% confidence).
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Unpaired Example

This is for small samples (using Student’s t distribution). For
large samples, it is simpler:

X − Y ± Zα/2

√
σ2

X
nX

+
σ2

Y
nY

Paired Observations

Are two systems different?
The same set of workloads are run on each system
So there are is an observation of each workload on
each system
Paired observations
(5.4, 19.1), (16.6, 3.5), (0.6, 3.4), (1.4, 2.5), (0.6, 3.6), (7.3, 1.7)
Sample mean: -0.32
Sample variance: 81.62
Sample standard deviation: 9.03
Confidence interval: −0.32± t

√
81.62/6 = −0.32± t(3.69)

For 5 DOF, at α = 0.05, the t value is 2.015
Therefore, the 90% confidence interval is
−0.32± (2.015)(3.69) = (−7.75,7.11).
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Paired Observations

Question, before cranking the numbers: Looking at these 6
pairs, do you EXPECT that their means are different? That is, is
one system “better” than the other?

So, we can’t tell that these populations are different. Which
leads us to our next topic.

Hypothesis Testing (1)

One fundamental experimental question: What is the
parameter value?

Use a confidence interval to express our level of
uncertainty

Another fundamental experimental question: Are two
populations different?

Does a subpopulation perform better?
Is one algorithm better than another?
A confidence interval doesn’t express the level of
certainty that one value is different from another.

Null Hypothesis (H0): Two populations have same mean
Alternate Hypothesis (H1): Two pops have different means
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Hypothesis Testing (1)

no notes

Hypothesis Testing (2)

Rejection of the Null Hypothesis: Do so if you are
“confident” that the means are different

A double negative.

Significant Difference: Two means are different with a
certain reference confidence (probability).

We assume the null hypothesis is true until proven otherwise
A P-value measures the plausabilty of H0.
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Doing the Test (1)

Example: Take 50 samples, X = 92, s = 21. Is this
significantly different from 100?

What is the probability that this sample comes from a
population with mean 100?

The null distribution is a normal distribution using the null
hypothesis mean and the standard error 21/

√
50 = 2.97, or

X ∼ N(100,2.972).

Compute the z-score

z =
92− 100

2.97
= −2.69.
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no notes

Doing the Test (2)

Row -2.6, column .09 yields a value of 0.0036. That is, the
probablity of this sample arising by chance is 0.36%.

We can reject the null hypothesis with over 99% confidence.
This is statistically significant at the 95% and 99%
confidence levels.
This is not statistically significant at the 99.9%
confidence level.
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Philosophy and Hypothesis Testing

The null hypothesis either is true or else it is not true.
This reality is probably external to our knowledge.
But it is fixed.

Therefore, we can’t talk about the probability of the null
hypothesis being true.

We can talk about the probability of a sample giving
such a low mean.
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Philosophy and Hypothesis Testing
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Statistical Significance

The term statistical signficance has a particular meaning
Be very careful of how you use the term “significant” in
any technical writing!
Being statistically significant does not necessarily mean
the difference is important. It only means that we are
reasonably certain that the difference exists.
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Statistical Significance

Need to distinguish between “strength” and “significance”.

Fundamentally, significance is a “fact” in that, given numbers
and an equation, you get a result.

Strength is more of a judgement call.



Small-Sample Tests

If the sample is small, and we do not know σ, use s and the
t-distribution.

If we do know σ, then we can use z-scores (because then X
is a random variable with normal distribution).
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Are 2 Populations Different? (1)

Given sufficiently large samples, we want to know if the
difference between the means of two samples is significantly
different.

Example
X = 0.37, sx = 0.25, nx = 544.
Y = 0.40, sx = 0.26, nx = 581.
Calculate the standard deviation√

0.252/544 + 0.262/581 = 0.01521.

X − Y ∼ N(0,0.015212)

z = −0.03−0
0.01521 = −1.97
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Are 2 Populations Different? (1)

Example 6.9

Are 2 Populations Different? (2)

From the z-table at row -1.9 and column 0.07, we get a
P-value of 0.0244 for each tail, or an aggregate
probability of being too far off of 4.88%.
Is this significant?

For small samples, use the same idea with a t-table.
Only valid if the populations are normal.
If in doubt, can use a nonparametric test.
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Are 2 Populations Different? (2)

That depends on what confidence we want. We are (just
barely) 95% confident that we should reject the null hypothesis.
We are not 99% confident.

What about the strength? This does not appear to be great.

Crosstabulations
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Crosstabulations
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Crosstabulations

Top left: Observed. Top right: Expected.

Bottom: Differences

Is this significant?



Chi-squares

We will determine significance using the following fomula:

χ2 =
∑ (fo − fe)2

fe
≈ 14.41

across the table cells where fo is the observed frequency of
the cell and fe is the expected frequency of the cell.

Some observations:
Relationships have strength, and significance
(confidence)
Order of rows and columns should be irrelevent
Strength should not depend on absolute values.
Doubling the number of observations in all cells should
not affect strength.
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Chi-squares

no notes

Testing Significance

We scale by degrees of freedom, calculated as
(R − 1)(C − 1) for R the number of rows and C the number
of columns.

Now we can look it up in the chi-square table.
We find for 6 degrees of freedom at 95% confidence a
value of 12.592. This is significant at 95% confidence.
At 99% confidence the value is 16.812.
If we doubled the number of observations at every cell,
the value for χ2 would double, and now it would be
significant at 99% confidence.
Warning: The “strength” has not increased!
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Testing Significance

no notes

Hypothesis Test Errors
There is no “right” α value. When do we switch from
plausable to inplausable?

But sometimes we have to make a decision. Reject a
shipment? Recalibrate an assembly line?
When a decision is made based on a cutoff α value, it is
called a fixed-level test.
If P ≤ α, we reject the null hypothesis.

There are two ways that a hypothesis test can be wrong.
Type I error: Reject H0 when it is true.
Type II error: Accept H0 when it is false.
The probability of a type I error is never greater than α.
The smaller we make the probability of a type I error, the
greater the probability of a type II error.
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Hypothesis Test Errors
There is no “right” α value. When do we switch from
plausable to inplausable?

But sometimes we have to make a decision. Reject a
shipment? Recalibrate an assembly line?
When a decision is made based on a cutoff α value, it is
called a fixed-level test.
If P ≤ α, we reject the null hypothesis.

There are two ways that a hypothesis test can be wrong.
Type I error: Reject H0 when it is true.
Type II error: Accept H0 when it is false.
The probability of a type I error is never greater than α.
The smaller we make the probability of a type I error, the
greater the probability of a type II error.
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Hypothesis Test Errors

Power = 1 - P(Type II error)


