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Bernoulli Distribution

Bernoulli Trial: An event occurs with probability p.
Score 1 if it succeeds, 0 if not.
µx = p.
σ2

x = p(1− p).

Think about the relationship between the size of the mean
and the size of the standard deviation.
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Bernoulli Distribution

I am going to describe some distributions and their properties. I
picked these because they pop up often enough in various work
that computer scientists do. What do you need to know? You
need to know what your community expects members to know!

Note p(1− p) is maximum when p = 1/2. This is an interesting
analogy to Chebyshev’s inequality (max probability for
something to be outside a certain number of standard
deviations for any distribution). Consider splitpoint for a “binary”
search. If we took only one step (instead of jumping half way)
we could win BIG. But we almost certainly lose. Skipping by
half is the best tradeoff.

Binomial Distribution

The number of successes out of n Bernoulli trials.
I A function of parameters n (number of trials) and p

(probability of success).
I Note that we assume that the trials are independent.

The probability of x successes:

P(X = x) =
n!

x !(n − x)!
px(1− p)n−x

Mean and variance for a binomial distribution:

µx = np
σ2

x = np(1− p)

We can draw a sample and back-fit the estimated mean
and variance for the Bernoulli trials.
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Binomial Distribution

An issue is whether the individual trials are independent. If you
are drawing a (relatively) large sample from a (relatively) small
population, then the act of removing an individual from the
population affects the probability for the next draw. Rule of
thumb: It is close enough to a binomial distribution if we sample
less than 5% of the population.

Poisson Distribution

When n is big and p is small, the binomial distribution is
pretty much the same for all np (that is, np matters, not n
and p individually in this situation). Same distribution for
(2,000,000*0.005) and (1,000,000*0.01).

Use the Poisson distribution.
Define λ = np
µx = λ

σ2
x = λ
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Poisson Distribution

There are lots of neat applications for this! See the examples.

Most importantly, if there are an average of 3 chocolate chips
per cookie, your odds of getting a cookie with no chips is about
5%. If you want to bring the odds down to only 1% of the
cookies having no chips, how many chips do you need per
cookie? You can calculate this with Poisson distribution.

So really, go read this stuff!



Exponential Distribution

Used to model waiting time if the events follow a Poisson
process.

f (x) = λe−λx

µx = 1/λ
σ2

x = 1/λ2

Poisson Process: The number X of events that occur in time
interval of length t has poisson distribution with mean λt .

Memoryless Property. If we go time y with no event,
the probablility of the event occuring in the next time
interval (of any length) is the same as it was at the
beginning.
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Exponential Distribution

no notes

Geometric Distribution

Given a series of Bernoulli trials each with probability of
success p, let X represent the number of trials up to and
including the first success.

X is a discrete random variable.
X has a geometric distribution with parameter p.

P(X = x) = p(1− p)x−1.

µX = 1/p.

σ2
x =

1− p
p2 .
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Geometric Distribution

An interesting variation is: How many tries will you need to
make before the probability of (at least one) success is greater
than some threshold?

Uniform Distribution

This is what a person usually means when they carelessly
say “I pick something at random.”
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Uniform Distribution

no notes

Normal Distribution (1)

Continuous distribution.

N(µ, σ2) : f (x) =
1

σ
√

2π
e−(x−µ)2/2σ2

Implications of being a normal distribution:
68% within µ± σ
95% within µ± 2σ
99.7% within µ± 3σ

z-score: A measure of position within a population for a
value in standard units

z =
x − µ
σ
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Normal Distribution (1)

Continuous meaning that you can get a real value out, in
contrast to, for example, a Bernoulli distribution (get 0 or 1 out,
with appropriate probabilities) or Binomial distribution (can only
get integer number of successes from n trials).
Of course, the mean of a discrete distribution can be real.

The number of standard deviations from the mean.



Normal Distribution (2)

We often want to know the area under the curve up to a
given z-score.

Want to know probability of an event occuring within
some range of the mean.
Examples: What is the probability that a battery lasts
42-52 hours? What is the 40th percentile for battery life?
Calculating confidence intervals
Measurement error is normally distributed
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Normal Distribution (2)

no notes

What Distribution Fits My Data?

Understand the orginal population
Look at histogram
Probability plot
Samples from normal distribution rarely contain outliers
If the sample has outliers on one side, can try using a
lognormal distribution.
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What Distribution Fits My Data?

no notes

Probability Plot (1)
(Quantile-Quantile Plot)

Pick a distribution (eg., normal distribution)
Sort data
For each observation, compute its point in the 2-d plot

I X-coordinate is its expected quantile in the distribution
I Y-coordinate is the observed value

If the result is a straight line, then the data follow that
distribution
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Probability Plot (1) (Quantile-Quantile Plot)

no notes

Probability Plot (2)

i qi =
i−0.5

n yi xi

1 0.0625 −0.19 −1.535
2 0.1875 −0.14 −0.885
3 0.3125 −0.09 −0.487
4 0.4375 −0.04 −0.157
5 0.5625 0.04 0.157
6 0.6875 0.09 0.487
7 0.8125 0.14 0.885
8 0.9375 0.19 1.535

For normal distribution, calculate position with this
approximation:

xi = 4.91[q0.14
i − (1− qi)

0.14]
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Probability Plot (2)

The y value is the value of the observation (in sorted order).
The x value is where that value is “expected” to be. IF the
distribution were uniform, then we would expect the sampled
values to be roughly equally spaced between 0 and 1 (call
these qi for the i th observation). But it is not uniform, so put the
qi ’s through a function that spaces them out as appropriate for
the distribution in question.



Probability Plot (3)

0.0−1.6 −0.8 0.8 1.6
−0.4

−0.2

0.0

0.2
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Probability Plot (3)

This looks pretty good in that the points are all near the line. So
you could say that it is reasonable to treat the sample as though
it is drawn from a normal population. Perhaps you would be a
bit nervous by what looks like a sinusoidal shape, indicating a
potential bias. Ideally, they deviations from the line would look
like random error (which itself is a normal distribution!). Which
brings us to the CLT. Even if the underlying distribution is not
normal, various related properties are often normal.

Central Limit Theorem

For “large enough” samples, the distribution of the sample
mean and sample deviation are normal.

Even if the orginal distribution is not normal.
This means we can compute various probabilities
regarding the mean using z-table.
The normal distribution for this sample mean is
N(µ, σ2/n), so we can estimate them.
N > 30 is good enough (less if the underlying
population is symmetrical).
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Central Limit Theorem

no notes

Confidence Intervals (1)

Each sample mean is an estimate of the population mean
Point estimate: A single number as the “best” estimate

It is not possible to get a perfect estimate of population mean
from a finite number of samples

How far off is it likely to be from the true value?
The best we can get is a probabilistic bound
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Confidence Intervals (1)

no notes

Confidence Intervals (2)

Goal: Get bounds c1 and c2 such that the population mean is
in the interval (c1, c2) with probability 1− α

Interval (c1, c2) is the confidence interval
α is the significance level
100(1− α)% is the confidence level

Examples: Typically 90, 95, or 99% confidence levels,
equivalently 0.1, 0.05, or 0.01 α (significance) levels
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Confidence Intervals (2)

no notes



Computing a Confidence Interval (1)

For 90% confidence levels, find the 5- and 95-percentiles of
the sample means. How?

Central Limit Theorem tells us that the value for the
sample mean is normally distributed with X = µ and
σX = σ/

√
n for n the sample size.

Look up a z-score from a z table for z = α/2.
The confidence interval is then X ± zσX .
But we don’t know σ (and therefore, don’t know σX ). So
we use s for the sample.
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Computing a Confidence Interval (1)

no notes

Example Computing CI
I want to know the 95% confidence interval for a sample of
100 values with mean X = 12.0 and standard deviation
s = 0.1.

Look up in the z table the score that cuts off 2.5% of the
area in the left tail.
This is 0.0250 in the table. (See Table A.2, inside front
cover of Navidi.) That is at row -1.9 and column 0.06 for
a z-score of -1.96
Equivalently, look for a value of 0.9750 in the table. That
is at row 1.9 and column 0.06 for a z-score of 1.96.
σX = s/

√
100 = 0.01.

The 95% confidence interval is
12.0± 1.96(0.01) = 12.0± 0.0196, or (11.9804,
12.0196).
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Example Computing CI

Simple example to start:

• Sample mean is X = 12.0 and sample std. dev. is s = 0.1.
• CLT tells us that X is normally distributed.
• Therefore, there is a 99.7% probability that we picked a

number as mean that is within three standard deviations of
the true mean.

• So we expect the true mean to be between 11.7 and 12.3
with 99.7% confidence.

• It is less likely that the true mean is between 11.9 and 12.1.

The example on the slide tells you how to pick the distance
from X when you want to fix the percentage (instead of the
other way around)

Philosophy

A level 100(1− α)% confidence interval will in the long
run succeed in covering the population mean
100(1− α)% of all the times that it is used.
Alternatively, we are 100(1− α)% confident that this
interval includes the population mean.

I Not a 100(1− α)% probability that the mean falls within
the confidence interval, since both µ and X are fixed.

What confidence interval to use?
I Tradeoff between precision (amount of information) and

probability of being wrong.
I Depends in large part on the loss incurred if wrong
I Sometimes 80% confidence is enough, or 99%

confidence is not enough
I 95% is a commonly used value.
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Philosophy

Actually, 100(1− α)% of times that it is used for that sample
size.

While it is not a probability that fixed mean falls in fixed
confidence interval, we can say that the probability is whatever
that each time we sample and compute the CI we will cover the
mean (since that sampling is a random event).

How Big a Sample?

Say we want a fixed confidence level and a fixed confidence
interval size.

Then we must take a sample that is big enough.
Get the z-score for the α value. (Ex: 1.96 for 95%
confidence interval.)
Get an estimate of standard deviation s (perhaps from
smaller sample – say s = 6.83).
Decide the interval size i . Ex: i = 0.50
Solve for n in zs/

√
n = i or (1.96)(6.83)/

√
n = 0.50.

n = 716.83 ≈ 717.
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How Big a Sample?

no notes



One Sided Intervals

Sometimes we only care that the true mean is at least (or at
most) some value.

Only care about one tail.
Don’t need to divide α by 2.

Now, for a 95% confidence interval, the z-score is only 1.645
instead of 1.96.

“I am 95
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One Sided Intervals

no notes


