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Probability: Basic Concepts (1)

Sample Space: The set of possible outcomes.

Event: A subset of a sample space.

Random Variable: Assigns a numerical value to each
outcome in a sample space. Each such value has a
probability.

Permutations: n! ways to arrange n (distinct) objects.

Combinations: How many ways to choose k items from n
(distinct) obejcts? (

n
k

)
=

n!
(n − k)!k !
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Probability: Basic Concepts (1)

Roulette wheel: The 36 numbers are events. {odd, even} are
events.

Probability: Basic Concepts (2)

Given two events A and B,

P(A ∪ B) = P(A) + P(B)

... But only if events A and B are mutually exclusive!

More general rule:

P(A ∪ B) = P(A) + P(B)− P(A ∩ B)

Other useful rules:

P(A1 ∩ A2 ∩ . . . ∩ An) = P(A1)P(A2)...P(An)

P(A1 ∪ A2 ∪ . . . ∪ An) = 1− P(A1)P(A2)...P(An)
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Probability: Basic Concepts (2)

no notes

Probability: Basic Concepts (3)

Conditional Probability: A probability that is based on a
part of a sample space.

Independent Events: Knowing that one event has occurred
does not in any way change our estimate of the probability of
the other event.

Gambler’s fallacy

Independent Variables: Knowledge of one does not affect
the probabilities of the other.

p(x , y) = px(x)py(y)
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Probability: Basic Concepts (3)

Here are the dry definition. But the consequences are
interesting.



A Downside to Being Human

Evolution has made us hard-wired to see patterns.
This is good for hunters and prey
This breaks down in technological society

As a consequence, without a lot of training, we tend toward
certain failings.

We don’t normally understand independent events
We don’t normally understand randomness
We normally exagerate the significance of outliers
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A Downside to Being Human

Here are the consequences of not internalizing these
definitions.

The Monty Hall Problem

(Named for a 1960/70’s game show host.)

Monty Hall gives you a choice of three doors to choose from.
He tells you that behind one door is a nice prize. Behind the
other two doors are things that you don’t really want.

First you pick a door. Before showing you what is behind that
door, he shows you what is behind one of the other two
doors, which is always a loser.

Q: Should you switch to the third door?
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The Monty Hall Problem

Yes.

Here is the reasoning: You originally had 1/3 chance of picking
the right door. If you did, which door he picked is irrelevent, and
you still have the right door. But if you picked the wrong door
(2/3 probability), then third door is right one. So third door is
right 2/3 of the time.

The key point is conditional probability: HE deliberately picked
a loser. Look at all of the possible inputs/outputs (properly) and
count them up.

A Card Problem

I have 3 cards
One is red on one side and green on the other
One is red on both sides
One is green on both sides

I select one at random and show you that one side is red.

What is the probability that the other side is red as well?
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A Card Problem

Answer: 2/3. Why?

Look at the three red sides. 2/3 of those have red on the other
side. Its a conditional probability: Given I have a red side, what
is the probability for the other side?

Random Variables

A random variable assigns a numeric value to each
outcome in a sample space.

Discrete random variable: There is “space” between
each value
Continuous random variable

Note that it is the (choice of) outcomes that are discrete or
continuous.

Ex: the (integer) number of flaws in an item.

Most of our formulae so far are for discrete random variables
samples of finite size
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Random Variables

no notes



Continuous Random Variables

When the random variable is continous, then we are
interested in ranges and areas under curves

Probability Density Function
Cumulative Distribution Function
Percentiles relate to areas under curve (of PDF)

See the formulae in Navidi for mean and variance of
continuous random variables.

Chebyshev’s Inequality: Probability that a random variable
differs from its mean by k standard deviations is never
greater than 1/k2.
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Continuous Random Variables

no notes

Covariance (1)

Covariance: Given random variables x and y with means µx

and µy :
Cov(x , y) = σ2

xy = µ(X−µx )(y−µy )

= µXY − µxµy

This is a measure of the degree to which two variables are
related.

CS 5014: Research Methods in
Computer Science Fall 2015 164 / 1

Covariance (1)

Covariance: Given random variables x and y with means µx

and µy :
Cov(x , y) = σ2

xy = µ(X−µx )(y−µy )

= µXY − µxµy

This is a measure of the degree to which two variables are
related.20

15
-1

0-
22

CS 5014

Covariance (1)

µXY means

If you plot a 2D graph of the points (X − µx)(Y − µy) where X
and Y are the values of that given point, then you get positive
values in the upper right and lower left quadrants, and negative
values in the upper left and lower right quadrants.

Covariance (2): Example 2.68
x 0 1 2 px(x)
0 0.05 0.10 0.20 0.35
1 0.05 0.15 0.05 0.25
2 0.25 0.10 0.05 0.40
py (y) 0.35 0.35 0.30

µXY =
2∑

x=0

2∑
y=0

xyp(x , y)

= (1)(1)(0.15) + (1)(2)(0.05)
+(2)(1)(0.10) + (2)(2)(0.05)

= 0.65
µx = (0)(0.35) + (1)(0.25) + (2)(0.40) = 1.05
µy = (0)(0.35) + (1)(0.35) + (2)(0.30) = 0.95

Cov(X ,Y ) = 0.65− (1.05)(0.95) = −0.3475.
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Covariance (2): Example 2.68

The table gives percentages for the given values of X and Y
(that is, 5% of the time the value of X and Y were both 0, 10%
of the time, X was 0 and Y was 1). These are measures for two
types of defect. The question is, how strong a relationship is
there between the occurrence of the two types of defect?

The answer is that the covariance is -0.3475 “application errors
times particle errors”. Is this a lot? I have no idea. That is the
problem.

Correlation
Covariance has the disadvantage that it doesn’t let you
compare the strength of relationship between two pairs of
variables, because the units are in terms of multiplied units
for the two means.

Correlation is a normalized value of covariance (always
between -1 and 1) measured as a pure number.

Correlation(x , y) = ρxy =
Cov(X ,Y )

σxσy
=

σ2
xy

σxσy

Alternate formulation (Pearson’s r ):

r =
1

n − 1

n∑
i=1

(
xi − µx

σx
)(

yi − µy

σy
)
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Correlation

If the variables are commute time and # of dogs owned, you get
really weird units (dogs*minutes) for the covariance value. So
you can’t use this to compare to the strength of some other
relationship, such as the relationship between commute time
and salary which is measured in ($ * minutes). How do you
compare 5 dog minutes to 2 dollar minutes? You can’t.
Correlation normalizes, and removes the units. So its just
comparing .3 versus .6.



Correlation Example
From the example on covariance, we computed
Cov(X ,Y ) = −0.3475, µx = 1.05, µy = 0.95.

σ2
x =

2∑
x=0

x2pX (x)− µ2
x

= 02(0.35) + 12(0.25) + 22(0.40)− 1.052

= 0.7475

σ2
y =

2∑
y=0

y2pY (y)− µ2
y

= 02(0.35) + 12(0.35) + 22(0.30)− .952

= 0.6475

ρX ,Y =
−0.3475√

(0.7475)(0.6475)
= −0.499

CS 5014: Research Methods in
Computer Science Fall 2015 167 / 1

Correlation Example
From the example on covariance, we computed
Cov(X ,Y ) = −0.3475, µx = 1.05, µy = 0.95.

σ2
x =

2∑
x=0

x2pX (x)− µ2
x

= 02(0.35) + 12(0.25) + 22(0.40)− 1.052

= 0.7475

σ2
y =

2∑
y=0

y2pY (y)− µ2
y

= 02(0.35) + 12(0.35) + 22(0.30)− .952

= 0.6475

ρX ,Y =
−0.3475√

(0.7475)(0.6475)
= −0.499

20
15

-1
0-

22

CS 5014

Correlation Example

This value of -0.499 indicates a modest inverse correlation.

Measurement Error (1)

Any physical measurements contain two types of errors:
sytematic error or bias [accuracy]
random error [precision]

We can only reduce systematic error by use of external
information.

We measure random error by use of the standard deviation,
σ

Example: Weigh a rock five times and get five different
values.
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Measurement Error (1)

The scale might be biased with a built-in extra weight of 3
ounces on every measure. This cannot be detected without
outside information.

Each measurement might be off by a certain amount that can
be determined experimentally by observing multiple weighings.
If we believe that this random error is normally distributed, then
we can do various calculations.

Measurement Error (2)

We can reduce random error by repeated measurement.
Compute the mean of the measurements.
We can compute σ, the expected amount of error in one
measurement.
The sample mean uncertainty, or standard error, is
σ/
√

n.

We see that we can reduce the (random) error on the mean
by taking more measurements, but there are diminishing
returns.

CS 5014: Research Methods in
Computer Science Fall 2015 169 / 1

Measurement Error (2)

We can reduce random error by repeated measurement.
Compute the mean of the measurements.
We can compute σ, the expected amount of error in one
measurement.
The sample mean uncertainty, or standard error, is
σ/
√

n.

We see that we can reduce the (random) error on the mean
by taking more measurements, but there are diminishing
returns.

20
15

-1
0-

22

CS 5014

Measurement Error (2)

How much do the means vary from sample to sample?

Bernoulli Distribution

Bernoulli Trial: An event occurs with probability p.
Score 1 if it succeeds, 0 if not.
µx = p.
σ2

x = p(1− p).

Think about the relationship between the size of the mean
and the size of the standard deviation.
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Bernoulli Distribution

I am going to describe some distributions and their properties. I
picked these because they pop up often enough in various work
that computer scientists do. What do you need to know? You
need to know what your community expects members to know!

Note p(1− p) is maximum when p = 1/2. This is an interesting
analogy to Chebyshev’s inequality (max probability for
something to be outside a certain number of standard
deviations for any distribution). Consider splitpoint for a “binary”
search. If we took only one step (instead of jumping half way)
we could win BIG. But we almost certainly lose. Skipping by
half is the best tradeoff.



Binomial Distribution

The number of successes out of n Bernoulli trials.
I A function of parameters n (number of trials) and p

(probability of success).
I Note that we assume that the trials are independent.

The probability of x successes:

P(X = x) =
n!

x !(n − x)!
px(1− p)n−x

Mean and variance for a binomial distribution:

µx = np
σ2

x = np(1− p)

We can draw a sample and back-fit the estimated mean
and variance for the Bernoulli trials.
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Binomial Distribution

An issue is whether the individual trials are independent. If you
are drawing a (relatively) large sample from a (relatively) small
population, then the act of removing an individual from the
population affects the probability for the next draw. Rule of
thumb: It is close enough to a binomial distribution if we sample
less than 5% of the population.

Poisson Distribution

When n is big and p is small, the binomial distribution is
pretty much the same for all np (that is, np matters, not n
and p individually in this situation). Same distribution for
(2,000,000*0.005) and (1,000,000*0.01).

Use the Poisson distribution.
Define λ = np
µx = λ

σ2
x = λ
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Poisson Distribution

There are lots of neat applications for this! See the examples.

Most importantly, if there are an average of 3 chocolate chips
per cookie, your odds of getting a cookie with no chips is about
5%. If you want to bring the odds down to only 1% of the
cookies having no chips, how many chips do you need per
cookie? You can calculate this with Poisson distribution.

So really, go read this stuff!

Exponential Distribution

Used to model waiting time if the events follow a Poisson
process.

f (x) = λe−λx

µx = 1/λ
σ2

x = 1/λ2

Poisson Process: The number X of events that occur in time
interval of length t has poisson distribution with mean λt .

Memoryless Property. If we go time y with no event,
the probablility of the event occuring in the next time
interval (of any length) is the same as it was at the
beginning.
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Exponential Distribution

no notes

Geometric Distribution

Given a series of Bernoulli trials each with probability of
success p, let X represent the number of trials up to and
including the first success.

X is a discrete random variable.
X has a geometric distribution with parameter p.

P(X = x) = p(1− p)x−1.

µX = 1/p.

σ2
x =

1− p
p2 .
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Geometric Distribution

An interesting variation is: How many tries will you need to
make before the probability of (at least one) success is greater
than some threshold?



Uniform Distribution

This is what a person usually means when they carelessly
say “I pick something at random.”
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Uniform Distribution

no notes

Normal Distribution (1)

Continuous distribution.

N(µ, σ2) : f (x) =
1

σ
√

2π
e−(x−µ)2/2σ2

Implications of being a normal distribution:
68% within µ± σ
95% within µ± 2σ
99.7% within µ± 3σ

z-score: A measure of position within a population for a
value in standard units

z =
x − µ
σ
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Normal Distribution (1)

Continuous meaning that you can get a real value out, in
contrast to, for example, a Bernoulli distribution (get 0 or 1 out,
with appropriate probabilities) or Binomial distribution (can only
get integer number of successes from n trials).
Of course, the mean of a discrete distribution can be real.

The number of standard deviations from the mean.

Normal Distribution (2)

We often want to know the area under the curve up to a
given z-score.

Want to know probability of an event occuring within
some range of the mean.
Examples: What is the probability that a battery lasts
42-52 hours? What is the 40th percentile for battery life?
Calculating confidence intervals
Measurement error is normally distributed
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Normal Distribution (2)

no notes


