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Statistics: The Basic Idea
Most CS research work involves samples from some
“population.”

HCI subjects
Performance experiments on workloads for programs,
systems, networks

We want to make inferences about a population by studying
relatively small samples chosen from it.

The parameter value (population value) is fixed.

The statistic (value) is a random variable.

The values for the statistic come from some sampling
distribution.
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Statistics: The Basic Idea

no notes

Statistics Questions (1)

Given a sample (chosen how?) and a statistic, what can we
say about how close our estimate is to the true value?

What is the typical difference between an estimate and
the true value? (standard deviation)
What is the range that it is almost certain to be in?
(confidence interval)
What is the probability that the true value is at least x?
(hypothesis test)
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Statistics Questions (1)

no notes

Statistics Questions (2)

Other issues:
How well are two factors correlated?
How can we predict an outcome given values for various
factors? (regression modeling)
Which factors matter? How do we optimize with respect
to many factors? (experimental design)
Are two populations the same? (ANOVA)
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Variable Types (1)

Variables can be classified into types, with increasing ability
to perform mathematical calculations.

Categorical variables
Nominal values, no rank ordering possible
ex: Sex (male or female)

Ordinal measurement
Rank is important, but cannot compare the values any
further
ex: Position in race (first, second, third), we have no
idea whether second is close or far from first

CS 5014: Research Methods in
Computer Science Fall 2015 143 / 1

Variable Types (1)

Variables can be classified into types, with increasing ability
to perform mathematical calculations.

Categorical variables
Nominal values, no rank ordering possible
ex: Sex (male or female)

Ordinal measurement
Rank is important, but cannot compare the values any
further
ex: Position in race (first, second, third), we have no
idea whether second is close or far from first

20
15

-1
0-

20

CS 5014

Variable Types (1)

It is risky to turn M/F into 0/1 because then people get sucked
into trying to do math with it.

Position: Also cannot tell if second is closer to first or to third.

Variable Types (2)

Interval measurement
Equal distance between units, but no absolute zero
value so cannot take ratios
ex: Temperature in Fahrenheit, 60 degrees is 30 units
more than 30 degrees, but its not twice as hot

Ratio Scales
There is a fixed zero, so ratios make sense
ex: One salary value can be twice another salary value
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Key Parameters (1)
Mean (expected value):

Population: µ = E(x) =
n∑

i=1

pixi

Sample: X =
1
n

n∑
i=1

Xi

Variance:

Population : σ2 =
n∑

i=1

pi(xi − µ)2 =
1
n

n∑
i=1

(xi − µ)2

Sample : s2 =
1

n − 1

n∑
i=1

(xi − X )2

=
1

n − 1

(
n∑

i=1

x2
i − nX

2
)
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Key Parameters (1)

Weighted average

Important to note the difference in denominator between the
calculation for popuation variance and the calculation for
sample variance.

Variance alternate formulation: Might be easier/cheaper to
compute.

Key Parameters (2)

Variance:
We divide by n − 1 because the mean variance over all
samples is too low otherwise (biased vs. unbiased
estimator). [Bessel’s Correction]

Standard Deviation: Square root of variance.
standard deviation is in units of the mean

Standard Error (of the mean): s/
√

n

Coefficient of Variation: σ/µ
CS 5014: Research Methods in
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Key Parameters (2)

Division by n − 1 is often explained in terms of Degrees of
Freedom (DOF). Given a mean, you only need n − 1 of the
sample items to deduce what the nth item must have been. Of
course, saying that just begs the question.

The real issue is that the sample mean was deliberately
picked to minimize the variance. So, as compared to the
population mean, unless they are the same, the calculation
using sample mean is going to come to a lower sum of squares.
Bessel’s correction is to, well, correct that.



Mean, Median, Mode

Question: How do we characterize a population with
one number?

I Indices of Central Tendency
I Favorites are Mean, Median, Mode
I The term “average” has no technical meaning

Cumulative Distribution Function: The probability of a
variable taking a value less than or equal to a:

Fx(a) = P(x ≤ a)

Quantile: Denoted xα, the x value at which the CDF
takes a value α is called α-quantile.
Mean or Expected Value: µ, E(x)
Median: The 50-percentile (or 0.5-quantile)
Mode: The most likely or most common value
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Mean, Median, Mode

“Average” just means “representative” and doesn’t tell you how
to calculate it. It is a good idea to train yourself not to use the
word. If you mean “mean”, then say “mean”. If you mean
“typical”, then say “typical”.

µ is the population mean, E(x) is the expected value for the
mean, computed from a sample.

Choosing Mean, Median, Mode

Each has its appropriate use (and inappropriate uses)

You can’t take the median or mean of categorical data. Use
Mode.

Does the total have value? (Ex: Total CPU time for five
database queries vs. number of windows open for each
query.) Probably use mean for the times, median for
windows.

Are the data skewed? Use Median
GTA’s mistake
Otherwise, can use mean or median
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Choosing Mean, Median, Mode

GTA’s mistake: Class grades (at least in US) are nearly always
skewed. So mean is inappropriate.

Generally, median is the preferred value. But it is harder to
compute than mean. They are the same for a normal
distribution (and so mean is used in most statistics since it is
easy to calculate).

Indices of Dispersion (1)

“Then there is the man who drowned crossing a stream with
an average depth of six inches.”

Mean, median, mode attempt to provide a single
“characteristic” value for the population.

But a single value might not be meaningful
Some populations have similar values throughout,
others vary a lot
People generally prefer systems whose response time
is more consistent
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Indices of Dispersion (2)

There are different ways to measure variability

Range (max - min)
poor, tends to be unbounded, unstable over a range of
observations, susceptible to outliers
Easy to calculate

Variance (s2), standard deviation (s)

10- and 90-precentiles

Outliers: Measurement error? Key instance?
CS 5014: Research Methods in

Computer Science Fall 2015 150 / 1

Indices of Dispersion (2)

There are different ways to measure variability

Range (max - min)
poor, tends to be unbounded, unstable over a range of
observations, susceptible to outliers
Easy to calculate

Variance (s2), standard deviation (s)

10- and 90-precentiles

Outliers: Measurement error? Key instance?

20
15

-1
0-

20

CS 5014

Indices of Dispersion (2)

no notes



Stem-and-Leaf Plots; Dotplots

Stem Leaf
4 259
5 0111133556678
6 067789
7 01233455556666699
8 000012223344456668
9 013
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Stem-and-Leaf Plots; Dotplots

Note that the stem-and-leaf plot suffers from binning issues.
You can’t tell from the shape of the plot where the gaps are in
the data.

Boxplots have some problems as visual aids. First, the bin
sizes are fixed (some number of digits defines them). Second,
the horizontal scale is fixed (the width of a digit, or other symbol
for the entries). These might have been useful before
widespread computer graphics, but now you might as well
always use a historgram for this purpose.

Histograms (1)

Need to compute min and max of data
Need to determine a cell size
Lots of controversy
Small cell size = few observations/cell, large variation in
obeservations/cell

I Rule of thumb: Do not permit less than 5 observations in
a cell

Large cell size loses distribution information
Some like variable cell sizes

I Vary bar width, not just bin values
I Use density, not frequency

Beware binning problems
CS 5014: Research Methods in
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Histograms (1)

no notes

Histograms (2)
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Histograms (2)

Variable width bins need to be dealt with carefully, and
generally should be avoided. If you really need to use variable
width bins, then

• Probably only the last (possibly first) should be different from
the others (that are all the same).

• Vertical needs to rescale along with width so that the areas of
all bins can be relied upon to calculate the total in the bar
(that is, densities remain constant). Of course, this screws up
the vertical axis.

NEVER use 3D false shading effects!! (Stupid Excel Tricks #1)

Boxplots

x

x
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Boxplots

We see the median and the 25th and 75th quartile marks. Here,
the wiskers are 1.5 times the width of the adjacent quartile.
Outliers are defined to be any actual data points beyond this.

Boxplots are popular because they pack a lot of information, in
a visually appealing way, into a small space.



Scatterplots

zy

x x

CS 5014: Research Methods in
Computer Science Fall 2015 155 / 1

Scatterplots

zy

x x

20
15

-1
0-

20

CS 5014

Scatterplots

Left side has no apparant correlation. Right side has
correlation. 2D scatterplots let us see two variables at a time.
Which might or might not help in high dimension.

Probability: Basic Concepts (1)

Sample Space: The set of possible outcomes.

Event: A subset of a sample space.

Random Variable: Assigns a numerical value to each
outcome in a sample space. Each such value has a
probability.

Permutations: n! ways to arrange n (distinct) objects.

Combinations: How many ways to choose k items from n
(distinct) obejcts? (

n
k

)
=

n!
(n − k)!k !
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Probability: Basic Concepts (1)

Roulette wheel: The 36 numbers are events. {odd, even} are
events.

Probability: Basic Concepts (2)

Given two events A and B,

P(A ∪ B) = P(A) + P(B)

... But only if events A and B are mutually exclusive!

More general rule:

P(A ∪ B) = P(A) + P(B)− P(A ∩ B)

Other useful rules:

P(A1 ∩ A2 ∩ . . . ∩ An) = P(A1)P(A2)...P(An)

P(A1 ∪ A2 ∪ . . . ∪ An) = 1− P(A1)P(A2)...P(An)
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Probability: Basic Concepts (2)

no notes

Probability: Basic Concepts (3)

Conditional Probability: A probability that is based on a
part of a sample space.

Independent Events: Knowing that one event has occurred
does not in any way change our estimate of the probability of
the other event.

Gambler’s fallacy

Independent Variables: Knowledge of one does not affect
the probabilities of the other.

p(x , y) = px(x)py(y)
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Probability: Basic Concepts (3)

Here are the dry definition. But the consequences are
interesting.



A Downside to Being Human

Evolution has made us hard-wired to see patterns.
This is good for hunters and prey
This breaks down in technological society

As a consequence, without a lot of training, we tend toward
certain failings.

We don’t normally understand independent events
We don’t normally understand randomness
We normally exagerate the significance of outliers
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A Downside to Being Human

Here are the consequences of not internalizing these
definitions.

The Monty Hall Problem

(Named for a 1960/70’s game show host.)

Monty Hall gives you a choice of three doors to choose from.
He tells you that behind one door is a nice prize. Behind the
other two doors are things that you don’t really want.

First you pick a door. Before showing you what is behind that
door, he shows you what is behind one of the other two
doors, which is always a loser.

Q: Should you switch to the third door?
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The Monty Hall Problem

Yes.

Here is the reasoning: You originally had 1/3 chance of picking
the right door. If you did, which door he picked is irrelevent, and
you still have the right door. But if you picked the wrong door
(2/3 probability), then third door is right one. So third door is
right 2/3 of the time.

The key point is conditional probability: HE deliberately picked
a loser. Look at all of the possible inputs/outputs (properly) and
count them up.


