Homework 4 (Courtesy Portions of Summer 2000 Final by Mr. McQuain):

1.
Consider a hash table consisting of N = 10 slots, and suppose integer key values are hashed into the table using the hash function:
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Suppose that collisions are resolved using quadratic probing.  The integer key values listed below are to be inserted, in the order given.  Show the probe sequence (starting with the original hash slot) for each key, and contents of the hash table in the spaces provided after the following key values have been inserted in the given order:

	Key Value
	Probe Sequence

	29
	

	23
	

	19
	

	3
	

	13
	

	7
	

	48
	

	33
	


Final Hash Table:

	Slot
	0
	1
	2
	3
	4
	5
	6
	7
	8
	9

	Contents
	
	
	
	
	
	
	
	
	
	


2.
Consider representing a directed graph G containing 10,000 vertices and 200,000 edges.   Assume vertices are labeled with consecutive integers from 0 to 9999.  The graph can be represented using either an adjacency matrix structure or an adjacency list structure.  


Define the distance from a vertex A to a vertex B to be the number of edges that must be traversed to go from A to B; if it is impossible to go from A to B we say the distance from A to B is infinite.


The Problem:
to find all vertices of G which are a distance of two from an arbitrary given vertex v.  

Storage cost is not an issue.  

a)
Describe an algorithm (pseudocode or English, not C++) to solve The Problem efficiently.

b)
What is the big-( average cost of solving The Problem if the graph G is represented using an adjacency matrix data structure?

c)
What is the big-( average cost of solving The Problem if the graph G is represented using an adjacency list data structure?

3.
Assume a buffer pool has slots for 5 blocks and uses the Least Recently Used (LRU) replacement protocol, implemented with a stack.  Suppose that the following sequence of 20 block accesses occur, in the given order:

	Block
	5
	2
	5
	12
	3
	6
	5
	9
	3
	2
	4
	1
	5
	9
	8
	1
	5
	7
	9
	5

	Disk

Read?
	Y
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	


a)
In the table below, show which blocks would be in the buffer pool after the accesses have been performed, and in what order they would occur in the stack.

b)
In the table above, write ‘Y’ to indicate which block accesses will cause a read from disk to occur.  The buffer pool is initially empty.











Final Buffer Pool:

	
	block #

	MRU block
	

	
	

	
	

	
	

	LRU block
	


4.
Consider designing a hash function to be used in organizing a collection of phone company customer records.  The hash function will be applied to customer names (strings) of the form <last name> <first name>.


The following hash scheme is suggested:  Represent each character in the last name by its ascii value, multiply those values together, and mod the result by the size of the hash table.  The product will typically result in an integer overflow, but that is acceptable.


Is this hash scheme a good one?  If not, give two good, unrelated reasons why it should not be adopted.

5. Recall the B-tree data structure.

a)
State a property B-trees of order m have regarding:

· the relationship between m and the number of values stored in each internal node (except possibly the root)

· the number of children of each internal node

b)
The key value 50 is to be inserted into the 2-3 tree shown below.  Draw the resulting 2-3 tree.
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